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Examining large audio archives is a challenging task for humans owing to the limitations of human audition. We explore an
innovative approach to engage both human vision and audition for audio browsing, which significantly improves human acoustic

event detection in long audio recordings. In particular we visualize the data as a saliency-maximized spectrogram, accessed at

different temporal scales using a special audio browser that also allows rapid zooming across scales from hours to milliseconds.
The saliency-maximized audio spectrogram lets humans quickly search for and detect events in audio recordings. By rendering

target events as visually salient patterns, this representation minimizes the time and effort needed to visually examine a

recording. This transformation maximizes the mutual information between the spectrogram of an isolated target event and the
estimated saliency of the overall visual representation.

When subjects are shown spectrograms that are saliency-maximized instead of the original spectrograms, they perform

significantly better in a 1/10-real-time acoustic event detection task.
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1. INTRODUCTION

In many detection tasks human perception outperforms machine perception, as it better handles the
semantic gap between noisy observations and target events. In the task of acoustic event detection
(AED), for example, machines perform poorly when detecting and labeling non-speech events in long
audio recordings: none of the systems competing in the CLEAR 2007 AED competition achieved greater
than 30% accuracy [Temko et al. 2006; Temko 2007; Zhou et al. 2007]. This AED task is difficult even
for humans, because of the set of events selected and the low SNR, e.g., chair squeak and door creak
are difficult to detect, let alone distinguish, in common seminar audio recordings. It is relatively easy,
however, to devise AED experiments that humans perform far better than machines. For example,
trained human listeners can detect rifle magazine insertion clicks with 100% accuracy at 0 dB SNR
in white noise and jungle noise [Abouchacra et al. 2007], can count cough events from audio with an
inter-transcriber RMS error of less than 4% [Smith et al. 2006], and can detect anomalous events in
musical recordings in a single real-time audition [Hasegawa-Johnson et al. 2011].

Unfortunately, the power of human audition is limited by time. For example, most people cannot
comprehend continuous speech faster than twice normal speed [Arons 1997]. Most non-speech acous-
tic events are even harder than speech to audit at high speed, because most interesting non-speech
acoustic events are transient, and therefore tend to be disproportionately masked by high-speed play-
back. Worse yet, even after detecting an event in a relatively long segment, pinpointing the event’s
timestamp usually requires rewinding and replaying. Our experiments show that AED by pure listen-
ing is considerably slower than real-time playback.

This real-time barrier to human AED can be broken by enlisting human vision. Human vision can ef-
ficiently interpret complex scenes at a glance [Anderson 2009; Belopolsky et al. 2008; Goldstein 2010].
To this end, we propose a visualization, a saliency-optimized audio spectrogram in which background
audio with unchanging texture is dimmed, thus enhancing the “at a glance” visual salience of anoma-
lous audio; with these modifications, the spectrogram can be rapidly skimmed using our high-speed
zooming software [Goudeseune 2012] in order to rapidly eliminate uninteresting regions and identify
regions of possible interest. This visualization is synchronized with the source audio recording, so a
subject searching for target events typically listens to only brief excerpts of visually interesting seg-
ments. The target events’ information is embedded into visually salient patterns, which are processed
by human vision with priority [Goldstein 2010]. By allowing efficient browsing and saliency-maximized
visualization, the method directs attention to the most informative part of the data, suppressing less
relevant information.

We formulate this visualization problem as maximizing the mutual information (MI) [Cover and
Thomas 2006; Shannon and Weaver 1949] between the spectrogram of the target events Y and the
estimated visual saliency of the examined spectrogram ϕ(f) (Fig. 1). The input information Y is the
spectrogram of the isolated target events in isolation (without the background noise N ); the trans-
mitted information is the visual perception by the observer. The visualization function f converts the
mixed-signal spectrogram X to the saliency-optimized spectrogram. The saliency map ϕ(f) is the out-
put of the saliency model, which models the signal-driven (so-called bottom-up) attention allocation
processes in the human visual system. The visualization f(X) is learned in order to maximize the mu-
tual information, I(Y ;ϕ(f(X))), between noise-free events and the saliency map of training examples;
after f(X) has been learned, it is used to generate images from a disjoint set of evaluation examples,
which are presented to human users.

ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.



Saliency-maximized Audio Visualization and Efficient Audio-visual Browsing • :3

Signal Y

I(Y ;ϕ)

f(·)
=

argmax I
(Y

;ϕ
)

Background
Noise N

+

Mixed Sig-
nal X

Learned
Transform

f(·)

Displayed
f(X)

Human
User

Saliency
Model ϕ(·)

Saliency
ϕ(f(X))

Fig. 1. Flowchart of human acoustic event detection from a visual display. X is a spectrogram of the input mixed audio signal
summing the audio waveform of Y and N , from which the system computes the displayed image f(X). The transformation from
spectrogram to displayed image is learned in order to optimize the mutual information I(Y ;ϕ(f(X))), where ϕ(·) is a model
of human bottom-up attention allocation processes (saliency). Once learning is complete, the transformed image, f(X), is then
displayed to human users in order to speed up their search for audio anomalies.

2. SALIENCY-MAXIMIZED AUDIO VISUALIZATION

Let the spectrogram of the target acoustic event be Y [n1, n2], an RGB matrix indexed by row index n1

and column index n2, where the time scale of the row and column index depend on the zoom factor of
the display (Fig. 1). In an AED task, the user is not permitted to observe Y [n1, n2] directly; instead, he
or she must observe X[n1, n2], the spectrogram of the mixed noisy signal. The background noise with
spectrogram N [n1, n2] is irrelevant to the task (e.g., symphony music [Hasegawa-Johnson et al. 2011]
or speech [Lin et al. 2012]). In order to help the user correctly identify the locations at which the target
signal Y [n1, n2] is nonzero, we propose to transform the image prior to display, using a learned image
transformation f [n1, n2] = f(X[n1, n2]).

The parameters of the learned transformation maximize how much information about the target
event’s location is communicated to the user. It has been proposed that the information communicated
through a noisy channel can be measured as

I(Y ; Φ) = EY,Φ

[
log2

(
pY,Φ(y, ϕ)

pY (y)pΦ(ϕ)

)]
, (1)

where Y is the input of the channel, Φ is the output of the channel, and pY,Φ(y, ϕ) is their joint prob-
ability density with marginals pY (y) and pΦ(ϕ) [Shannon and Weaver 1949]. Notice that I(Y ; Φ) is an
expectation. The signals shown to the user during testing are different from those available to the
system during training. The algorithms developed in this paper are therefore trained by maximizing
the stochastic approximation, Î(Y,Φ), defined as

Î(Y ; Φ) =

T∑
t=1

log2

(
p̂Y,Φ(yt, ϕt)

p̂Y (yt)p̂Φ(ϕt)

)
, (2)
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where (yt, ϕt) are input-output pairs observed in the training corpus, and p̂Y,Φ(yt, ϕt) is the binned
empirical probability mass function of the training data.

The channel output, Φ, deserves further comment. Our visualization application communicates with
listeners through a channel that includes at least four types of distortion: (1) the addition of irrele-
vant background noise, (2) the scaling of the spectrogram, modeled by choosing the appropriate time
scale for indices n1 and n2, (3) the intentional distortion caused by the learned mapping f(X[n1, n2]),
and (4) distortion caused by the limited processing power of the human visual attention system. We
approximate the human visual system with a communication channel that selectively attends to visu-
al patterns in decreasing order of saliency. Therefore, when quickly examining a display, it perceives
at most a few highly salient objects. The rate of information transmission is limited by finite span of
attention (about six objects at a glance), and by immediate memory (about seven items) [Miller 1956].
Our model of the communication channel is a sort of homunculus model, according to which some
higher-level cognitive process is able to detect acoustic events if and only if their visible evidence is
attended by the low-level visual attention system. The image received by the higher-level cognitive
processes is therefore ϕ[n1, n2] = ϕ(f [n1, n2]), where ϕ(f [n1, n2]) is a nonlinear multi-scale saliency
transform based on the saliency model of [Itti et al. 1998] that retains the pixels of f [n1, n2] likely to
attract attention (the “salient” pixels), and zeros out all others.

In the field of human factors engineering, saliency of the important information is an important
consideration [Wickens and Hollands 1999]. For example, Jänicke and Chen proposed a saliency-based
quality metric for visualization using the correspondence between the data relevance mask and the
saliency map [Jänicke and Chen 2010]. Rosenholtz et al. use their saliency based perceptual tool,
DesignEye, to aid the visual design process [Rosenholtz et al. 2011]. Although there have been some
proposals to analyze the quality of a visual representation based on saliency, there is still no good way
to automatically generate the visual representation of data which is saliency-maximized.

We propose to measure the efficiency of information transmission from Y to ϕ through their mutual
information (MI). The visualization (encoding) function f is chosen to maximize I(Y ;ϕ) in order to
represent the target events optimally for fast human visual examination, thus

f∗ = argmax
f

Î(Y ;ϕ(f(X))), (3)

whereX is the input spectrogram, Y is the ground truth (the spectrogram of the isolated acoustic even-
t), and f(X) is the displayed spectrogram, a transformation of X. Five modules solve for the optimized
transformation function f : computing the spectrogram, transforming the visualization, computing the
saliency map, computing the MI, and maximizing the MI (Fig. 1). During this optimization process,
only the training data are used to optimize f . The derived f∗ is applied to a testing data set composed
of separate audio signals of acoustic events and background noise.

2.1 Computing and transforming the spectrogram

We base our visualization on the humble spectrogram because it is familiar to audio experts, and
because we found that even naı̈ve subjects could successfully interpret some of the details in such a
time-frequency plot. Our grayscale spectrogram resolves 128 frequency bands down to 5 msec.

Our goal is to find a saliency-maximized transformation function f , i.e., one that renders target
events so that ϕ extracts them as salient patterns. For simplicity we use 2D linear filters: f(X) =
h[n1, n2] ∗∗X[n1, n2], where ∗∗ denotes two-dimensional convolution, and Eq. (3) optimizes h.
ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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2.2 Computing the saliency map

The saliency map is generated by an image saliency algorithm based on prior work [Itti et al. 1998;
Walther and Koch 2006], and designed to estimate the attention allocation of the human visual systems
on any particular pixel [Frintrop et al. 2010; Borji and Itti 2012]. This algorithm has three steps:
extracting image features; building feature pyramids and computing each feature’s center-surround
difference; and combining all features’ saliency maps into a single map.

The two features used by the algorithm are orientation and image intensity [Itti et al. 1998]. These
features are computed by filtering the displayed image, thus Ik[n1, n2] = Bk[n1, n2] ∗∗f [n1, n2], where
k ∈ {I, 0◦, 45◦, 90◦, 135◦}, and BI [n1, n2] = δ[n1, n2] is the delta function (thus II [n1, n2] = f [n1, n2]), and
the other four filters are Gabor filters with orientations of {0◦, 45◦, 90◦, 135◦}.

Because a salient region must somehow differ from its neighborhood, the algorithm detects saliency
with a center-surround difference (CSD) implemented by convolving the input image with a difference
of Gaussians (DoG) filter. Thus CSDk[n1, n2] = Ik[n1, n2] ∗∗DoG[n1, n2], where

DoG[n1, n2] =
1

2π

(
e−(n2

1+n2
2)/2σ2

c

σ2
c

− e−(n2
1+n2

2)/2σ2
s

σ2
s

)
. (4)

The DoG function is parameterized by two σ’s. The first Gaussian has the smaller σc and the second
Gaussian has the larger σs. The subtraction of these Gaussians generates a function shaped like a
Mexican hat. Filtering an image with the central Gaussian (the first term in Eq. 4) averages the fea-
tures within approximately ±σc of the output pixel. The surround Gaussian (the second term in Eq. 4)
computes a similar average, but with σs > σc. As a result, CSDk[n1, n2] is an estimate of the degree to
which the input image features close to (n1, n2) stand out, relative to the pixels in a surrounding ring
of radius approximately σs.

For computational efficiency, a dyadic Gaussian pyramid generates images filtered by Gaussians of
different σ’s. The input image is filtered by a 2D Gaussian kernal and decimated by a factor of two.
This procedure is repeated several times to build the multiple layers of the pyramid [Walther and Koch
2006]:

CSDk = max {0, Fk,c 	 Fk,s} , k ∈ {I, 0◦, 45◦, 90◦, 135◦}

where Fc,k and Fs,k are the center and surround layers of the Gaussian pyramid for feature k, and 	
denotes across-scale subtraction. We use the pyramid’s first and fourth layers as center and surround.

We combine the CSD’s of different features into a single saliency map, normalizing with a nonlinear
function N(·) before every summation. Because in most applications acoustic events have positive
energy which generates a visual pattern brighter than the background, positive halfwave rectification
is used on the center surround difference. The operator N(·) here has two functions: 1) make the CSD’s
of different visual modalities have similar dynamic range; 2) enhance strong local peak response of the
CSD map. This operation is implemented with a large 2D difference of Gaussians filter followed by
rectification [Itti and Koch 2001].

The final saliency map S[n1, n2] is the mean of the normalized maps for intensity and for the com-
bined orientations, thus:

FI = N (CSDI) ,

FO = N
(∑

l
N (CSDl)

)
, l ∈{0◦, 45◦, 90◦, 135◦}

S = (FI + FO)/2.
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2.3 Maximizing mutual information

We evaluate how well human visual perception captures the information in the visualization associated
with the target events. This is estimated with the MI between the ground truth Y (the spectrogram of
the isolated target event obtained according to Section 2.1), and the saliency map Φ of the transformed
spectrogram of the mixed signals (Eq. 2).

Because the objective function Î(Y ;ϕ) in Eq. 2 is non-convex and non-differentiable, we can merely
approximate the global maximum. Simulated annealing estimates f from an initial transformation
of h[n1, n2] = δ[n1, n2]. This transformation is also the baseline one, and corresponds to f [n1, n2] =
X[n1, n2] (the conventional spectrogram).

During the MI maximization process, the training data (yt, ϕt) include sound effect tokens that are
similar to the target events in evaluation (similar electronic sound effects), but that are not identical
waveforms. The background noise signals used to generate the mixed signals X[n1, n2] of training and
testing data are also different.

We evaluated linear filters with sizes from 5× 5 to 15× 15, all with similar optimized mean MI’s. For
human subject experiments we chose a 5 × 5 filter, after inspecting the visualizations generated from
the training data.

3. ALTERNATIVE ENHANCEMENTS OF VISUALIZATION

Several traditional algorithms exist for enhancing visualization. Fig. 5 illustrates the average MI be-
tween saliency distribution and the ground truth using different signal enhancement methods. Fig. 6
shows a spectrogram enhanced by these methods. The methods we tested include:

(a) Energy thresholding with MI maximization
Thresholding, a ubiquitous feature of human perception [Goldstein 2010], suppresses any signal
below a threshold. It has been applied in computer vision algorithms such as foreground detec-
tion [Bovik 2009; Gonzalez and Woods 2001]. As an alternative to the saliency map generation in
the proposed method, energy thresholding [Otsu 1979] was used in the training stage. The pixels
with intensity below the threshold were set to zero and the remaining pixels keep their original
intensity. We just replaced the step of saliency map generation with energy thresholding. All the
remaining framework, configuration and optimization procedures were kept the same as the pro-
posed method for learning a 5× 5 linear visualization transformation filter.

(b) Event-specific Wiener filter
The Wiener filter suppresses noise using a filter whose coefficients are chosen in order to minimize
mean-squared error using the known autocorrelations and cross-correlation of the input signals
[Lim 1990]. The event-specific Wiener filter was designed individually for each test event, on the
unrealistic assumption that the autocorrelations and cross-correlation of the noisy signal and tar-
get event of each testing input spectrogram are known. This oracle result was used to understand
the performance upper bound for audio visualization using the Wiener filter.

(c) Event-independent Wiener filter
In realistic audio browsing application scenarios, the sample autocorrelation and sample cross-
correlation of the particular event in each test file are unavailable. Therefore, we estimated a filter
applicable to all target events, using the average autocorrelation and cross-correlation of spectro-
grams in the training corpus. We trained a single 25 × 25 Wiener filter based on the statistical
property of the patches of the training spectrograms. This filter was then applied to the test spec-
trograms, in order to estimate the effectiveness of Wiener filtering under assumptions that would
be satisfied in a real audio browser.

ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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(d) Non-negative matrix factor deconvolution
Besides noise filtering methods, we also tested non-negative matrix factor deconvolution (NMFD)
[Smaragdis 2004] as an example of a type of blind source separation. NMFD is an extension of
the Non-Negative Matrix Factorization (NMF) algorithm [Lee and Seung 1999; Berry et al. 2007].
NMF was applied to magnitude spectrograms of polyphonic music, and an instantaneous frequency
signature was used to model each instrument [Smaragdis and Brown 2003]. Extended from NMF,
NMFD models each instrument with a time-frequency signature by taking temporal structure into
account [Smaragdis 2004]. There are two important parameters in NMFD: the number of basis
functions R and the temporal length of the factors T . We tuned the parameters on the training set
and applied them to the testing set. For the testing set, we used R = 17 and T = 31. Some of the
basis functions were picked to reconstruct the target events. There were multiple combinations of
basis functions for partial reconstruction of the spectrogram. We picked the reconstructed spectro-
gram with the highest correlation to the ground truth event, to understand the performance upper
bound (oracle result) for audio visualization using NMFD.

4. OBJECTIVE EVALUATION

Algorithm training and test data were created using electronic sound effects as target events, superim-
posed on the realistically noisy background of an ongoing seminar [Carletta 2007]. All 62 sound effects
were obviously foreign to a seminar room. Both the target events and the background audio were split
into disjoint sets, half for training and half for testing. For objective evaluations, we made training and
evaluation samples by mixing each target event with a temporally center-aligned background of four
times the event’s duration.

The saliency-maximizing transformation learned by the proposed algorithm emphasizes non-speech
events, while attenuating the background, which is highly heterogeneous and observes significant
speech presence (Fig. 2). The three target events are obscured in the conventional spectrogram, but
instantly visible in the saliency-maximized spectrogram.

Fig. 2. Qualitative improvement of a spectrogram: conventional (top), saliency-maximized (bottom). Three target events are
marked with black underlines.

Our objective measure is the empirical MI between the spectrogram and the ground truth. Fig. 3
shows the quantitative improvement due to maximizing saliency. Both axes measure the I(Y ;ϕ) of

ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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Fig. 3. Comparison of MI for 31 evaluation samples. Almost all samples yield a larger MI when the spectrogram is saliency-
maximized.

evaluation samples. (Recall that neither these samples nor the background audio used in this evalua-
tion were used in training.)

The proposed algorithm can improve the visualization of the target events most when the SNR is
low but the partial visual patterns of the target event are still visible among the visual patterns of the
noise in the original spectrogram. The performances of the proposed algorithm on signals of different
SNR are illustrated in Fig. 4. MI improvement is visibly maximized when the SNR is around −20 dB
and the MI improvement decreases when the SNR is very low or very high. When the SNR is very low,
most parts of the visual patterns of the target event are buried by the background signal and they are
not able to be enhanced by the algorithm. When the SNR is very high, the visual pattern of the target
event is very salient in the original spectrogram and the human already tends to attend the target
event. There is not too much that the algorithm can do to further improve the attention allocation.

We compare the performance of the proposed algorithm with multiple traditional image enhance-
ment algorithms discussed in Section 3. Fig. 5 shows that the proposed method has the largest average
MI improvement. The NMFD has the second best performance. The performance of the event-specific
Wiener filter is slightly lower than NMFD but has smaller standard deviation. Energy thresholding
and generalized Wiener filter have the worst performance. These results may be ordered in this way
because in this experiment the event-specific Wiener filter utilizes the most information about the
test spectrogram (the test spectrogram autocorrelation and cross-correlation are assumed known) and
NMFD also uses the ground truth to choose the best partial reconstruction of the spectrogram. Only
three of these five algorithms are trained without information about the test spectrogram: the energy
thresholding and generalized Wiener filter, which perform poorly, and the saliency maximized spectro-
gram, which performs quite well.
ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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Fig. 4. MI improvement from original spectrograms to saliency-maximized spectrograms at different SNR.

One of the main differences between the proposed method and the other methods is its goal to make
the target events visually salient. The other methods in Fig. 5 try to restore a signal that has been
corrupted by noise. Restoring the corrupted signal could be more challenging than making the partial
signal more visually salient than the noise. With the saliency algorithm in the training stage, the
proposed method will try to learn a transformation making the visual pattern of the target event most
salient, rather than learning a transformation maximizing the SNR.

5. VISUALIZATION-GUIDED AUDIO BROWSER

The Timeliner audio browser (Fig. 7) displays the waveform of a long audio recording, labeled in units
ranging from weeks down to milliseconds depending on the current zoom level [Goudeseune 2012].
Timeliner also displays audio visualization features such as audio spectrograms or, potentially, event
classifier outputs. With an effective audio visualization, the user can smoothly zoom in to interesting
subintervals, to find even very brief anomalous segments, without listening to long audio recordings.

In conventional audio editors and browsers, the color of each pixel or texel is computed by under-
sampling data from the corresponding time interval. In Timeliner, such an interval might be tens of
minutes long, and naı̈ve undersampling flickers distractingly when panning and zooming at 60 frames
per second. This flickering entirely obscures the data until the pan or zoom stops, eliminating any
benefit of these continuous gestures.

To restore smoothness and to improve performance for long recordings, Timeliner first computes a
multiscale cache for the recording and for the derived features. Given any subinterval of the recording,
this cache yields the minimum, mean, and maximum data values found during that interval, for either
scalar or vector data. (The time taken to compute this min-mean-max is logarithmic with respect to the
full recording’s duration, and independent of the subinterval’s duration.) Final rendering maps each
pixel’s or texel’s triplet to a hue-saturation-value color, through a predefined transfer function.

Inspired by the left hand on keyboard / right hand on mouse layout that emerged in 1990s real-time
games, Timeliner’s two-handed input liberates the user’s gaze from being diverted to hunt for keys.

ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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Fig. 5. Average MI using different methods (error bars indicate standard deviation).

The “WASD” keys pan and zoom, while the spacebar starts and pauses audio playback. The mouse and
its scrollwheel also pan and zoom, so users can choose whatever modality they find most familiar.

Timeliner’s file parsing and user interface are implemented in the scripting language Ruby, while
its heavier computation is done in C++ to reduce memory usage. Graphics are rendered with OpenGL
and its utility toolkit GLUT. Timeliner runs natively on Linux and Windows, and is distributed open
source.

6. SUBJECTIVE EVALUATION

We measured human subjects’ AED performance with both the saliency maximized spectrogram and
the original unprocessed spectrogram, using an otherwise identical computer interface. Results in
Fig. 9 were previously published in [Lin et al. 2012].

We utilized Timeliner to enable convenient audio browsing by a human subject. For these experi-
ments the display device was a 17-inch CRT, while audio was presented with ear buds (Fig. 8).

We asked twelve subjects, unfamiliar with spectrograms, to detect anomalous target events in 80-
minute recordings of seminar room background noise. Into each recording we mixed 40 sound effects
randomly chosen from the testing set, uniformly distributed but without overlap, at various ampli-
tudes. Because the task lasted only 8 minutes, naı̈ve listening (real-time search) would expect to find
only a tenth of the targets. We therefore instructed subjects to first scan for a visually suspicious
pattern and then verify it by listening, before annotating the temporal position of that target.

Each subject annotated four different recordings, either two saliency-maximized followed by two con-
ventional spectrograms, or in the reverse order. This was balanced across subjects. Afterwards, subjects
were asked which spectrogram was more helpful (we explained nothing to them about spectrograms
or saliency). All preferred the saliency-maximized one.

To quantify subjects’ AED performance from their annotated timestamps, we computed their recall
and their precision. Recall was the fraction of targets whose durations contained a timestamp (“how
ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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(a) The spectrogram of two target events without background
noise.

(b) The spectrogram of two target events with background
noise.

(c) Saliency maximized visualization (the proposed method).

(d) Enhanced spectrogram with MI maximized based on energy
thresholding instead of visual saliency.

(e) Spectrogram enhanced by event-specific Wiener filter (an ora-
cle result).

(f) Spectrogram enhanced by event-independent Wiener filter.

(g) Spectrogram enhanced by nonnegative matrix factor deconvo-
lution (upper bound).

Fig. 6. The visualizations of different methods.
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Fig. 7. Components of Timeliner’s interface: saliency-maximized spectrogram, waveform, and time-axis.

Fig. 8. Configuration of the human subject experiment.

many were hit”). Precision was the fraction of timestamps that were in some target (“hits per try”). A
subject’s F-score was the harmonic mean of their precision and recall [Rijsbergen 1979].

The F-scores’ analysis of variance used three factors: spectrogram type (conventional or saliency-
maximized), order of presentation of spectrogram type, and which recordings were used (Fig. 9b). The
saliency-maximized spectrogram significantly outperformed the conventional one, with no significant
interaction among these three factors.

Besides having significantly higher F-scores of human AED, the saliency-maximized spectrogram
also provided higher stability of human AED. Fig. 10 shows the histogram of intervals between consec-
utive correct labeling actions by the human subject. In this figure, 47% (original spectrogram) versus
74% (saliency-maximized spectrogram) of detected acoustic events were found within 30 seconds. It
took no more than three minutes to detect an acoustic event with a saliency-maximized spectrogram,
but took as much as five minutes for some subjects to detect an acoustic event with an original spec-
trogram. These two histograms demonstrate that labeling performance using the saliency-maximized
spectrogram is much stabler than using the original spectrogram. Many of the human subjects re-
ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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(a)

Source d.f. F P
Type 1 142.65 <0.001
Order 1 0.0 0.978
Recording 3 0.3 0.823
Type × Order 1 0.4 0.533
Type × Rec. 3 1.86 0.154
Order × Rec. 3 0.29 0.836

(b)

Fig. 9. (a) F-scores for the AED task (error bars indicate standard deviation); (b) ANOVA of the F-scores.

ported frustration while labeling the original spectrogram. This may be correlated with the long-tail
distribution of labeling intervals using the original spectrogram.

Fig. 10. The histogram of labeling intervals between consecutive correct labeling actions. Both subfigures show the same data,
but at a different scale; the ordinate of the lower subfigure is magnified, to better display the histogram at gaps over 75 seconds.

7. CONCLUSION

We designed an algorithm to enhance audio visualization based on visual saliency for human acoustic
event detection. We used our saliency-based metric to compare the performance of several alterna-
tive visualization enhancement methods with the proposed method. The proposed method achieved

ACM Transactions on Applied Perception, Vol. , No. , Article , Publication date: January YY.
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the largest mutual information improvement. In human subject experiments, the proposed saliency-
maximized audio spectrogram enabled audio browsing much faster than real time. In a 1/10-real-time
AED task, subjects achieved 100% relative improvement in event detection F-score with the saliency-
maximized spectrogram, as compared to the conventional spectrogram (Fig. 9a). The labeling perfor-
mance with the saliency-maximized spectrogram was also much more stable than with the convention-
al spectrogram.

In future work, we intend to test the proposed framework of enhanced information visualization for
non-acoustic signals. It is possible to apply this framework to other applications of information visu-
alization. Also, it will be interesting to try more complicated transformations, and human perceptual
models with more training data.
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