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ABSTRACT

Evidence exists that speech recognition by humans is simple pattern recognition at some level.
It would be worth knowing the level at which human speech perception operates in this
manner, and the structure of the pattern recognition system employed. The approach taken here
is to collect human classifications for phones (i.e., phone transcription), model the auditory
signals these speech sounds will evoke (to the extent possible), then use tools from statistics,
pattern recognition, and information theory to constrain a model of human phone transcription.
It can be inferred from statistics that human speech recognition must use a much simpler
representation of speech than sampling at full bandwidth. The representation used (1) results
from the statistics of speech signals in the auditory periphery, (2) is probably optimal in a
sense related to the capabilities of the human pattern recognizer, and (3) has a strong effect on
the resulting error rates and patterns exhibited by humans in speech recognition. A wealth of
research exists about human behavior in speech recognition tasks. One such investigation,
resulting in the Articulation Index method of predicting speech intelligibility, is especially
relevant because it models human error rates in the conditions of noise, amplification, and
filtering. These conditions are readily analyzed using statistics and information theory. The
Articulation Index studies revealed that human error rates for phone transcription are relatively
insensitive to changes in amplification, while they are relatively sensitive to changes in the
speech-to-noise ratio.
This dependence on the speech-to-noise ratio has been interpreted to imply some things
about the human pattern recognizer. This dissertation examines this interpretation more
thoroughly using new perceptual data which could not have been available at the time the
Articulation Index was developed. Some of the data are phone classifications in two noise
spectra and at various noise levels, which permits us to determine the specificity of the
ii

Articulation Index predictions. Data about detection of speech in noise is modeled and related
to the intelligibility of speech. Another data set allows us to separate some sources of entropy
in noisy conditions, which is practically important for design of experiments and theoretically
important for describing the human pattern recognizer.
Four model representations of noisy speech in the brain are compared on the basis of the
performance exhibited by a pattern recognizer using those representations. The model
representations derived from the Articulation Index exhibit an interesting property: they are
more robust to mismatches between the testing and training data set.
The key findings of the experiments are the following: (1) the Articulation Index model
recognition accuracy works very well in some phonetic contexts and fails in others, (2) the
Articulation Index model is the average of a number of more specific models with their own
parameters, (3) audibility of speech does not explain all variation but explains a great deal of
it, and (4) phonetic importance is not spread uniformly over the time and frequency. We
speculate that humans may use different representations of speech, depending on the phonetic
context, and we suggest experiments controlling frequency-band specific signal-to-noise ratio
and level to resolve these issues.
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CHAPTER 1
INTRODUCTION

A common objective of speech perception research is the construction of devices which can
help the hearing impaired understand speech more easily. A machine pattern recognizer which
emulates humans could improve the design of assistive hearing devices by making previously
costly experiments fast and easy. The structure of the human pattern recognizer, for example
the likelihood distributions P(~x|ω j ), could be exploited to design “the most clearly
perceivable” signal for phone classes, and an optimal strategy for enhancing speech using well
known techniques. The cause of speech perception difficulties arising from auditory
dysfunction could be studied by changing the stages of the pattern recognizer analogous to the
afflicted part of the auditory periphery.
A related goal and possible outcome of speech perception research is the construction of a
machine speech recognizer with human performance. Humans have many speech recognition
abilities which cannot be duplicated by machines, making them interesting to study for the
design of automatic speech recognition (ASR) . Also, an ASR system with human-like
performance could be combined with speech synthesis to help hearing impaired people hear
speech without interfering noise.
There are reasons to believe human speech recognition is pattern recognition at some level.
The author of [1] argues that computational abilities of human speech recognition are
“stringently constrained” and consequently speech recognition at the lowest level is a simple
pattern recognizer. He proposes a theory called double-weak of which the “main empirical
hypothesis is that speech cues can be directly mapped onto phonological units of no larger
than phoneme size,” essentially the same as the framework shown in Fig. 1.1: The input to the
system is the acoustic signal, the output is a symbol, and the classification is determined by
applying Bayes’ rule to the probability distribution of speech. There is physiological evidence
1

to suggest that pattern recognition of signals at very low levels in the auditory periphery could
achieve good performance. The authors of [2, 3, 4, 5, 6] measure the auditory nerve response
of the cat to a variety of speech stimuli and attempt, with some success, to make processing
schemes which determine phone classes. There is also evidence that the patterns in the
auditory nerve are robust and persist in some forms of distortion [7, 8].
Phone recognition is an important task because it can be studied more or less exhaustively in
the framework of information theory. Perception of more complex speech material such as
words, sentences, and continuous natural speech involves many confounding factors. It would
be difficult to view human speech recognition as a “black box” if complicated stimuli were
used because of the larger number of test signals, and the significant complexity of vocabulary,
grammar, and meaning. Speech perception is clearly much more complicated than phone
transcription; however, it is argued that phone transcription is interesting because it can be
related to performance on more complicated tasks [9, 10, 11], and because a significant
communication function can be achieved through phone transcription alone.
The study of speech perception as a black box makes tools available from information
theory, pattern recognition, and signal detection theory. For example, it is possible to compute
probability distributions for acoustic measurements given phone classes, and probability
distributions of phone classes given acoustic measurements. Information theoretic tools, such
as mutual information, can be used to determine how much information auditory
measurements carry about phone classes or visa versa. In the case of noisy speech,
classification probabilities can be related to the distribution of auditory signals as in [12].
Finally, a pattern recognizer could be designed with the goal of duplicating human behavior in
phone transcription, with model parameters derived from human perceptual data and machine
learning techniques. Experiments could be done to determine whether a particular pattern
recognition architecture is capable of duplicating human behavior.
Figure 1.2 illustrates some stages of the phonetic transcription aspect of speech
communication. Each of the capital letters represents a random quantity:
• X - the acoustic waveform received by the listener
• Y - the signals generated by the auditory periphery of the listener in response to the
2

received acoustic signals
• Z - the listener’s estimate of the symbols represented by the received acoustic waveform
Each box has a symbol P(|) which represents different (possibly) random relationships
between input signals and output signals. P(X |Y ) means the probability distribution of X given
the value of the variable Y :
• P(Y |X ) - Describes the transformation of the received acoustic waveform by the
auditory periphery, e.g., compression, filtering, coding into neural firings, and others.
• P(Z|Y ) - Describes the listener’s expectations of how the different symbols Z in {/p/, /t/,
... etc.} should be represented in the continuous signal Y .
The distinction between P(Z|Y ) and P(Y |X ) is that P(Z|Y ) involves a crossover between a
continuous variable (the neural signals) and a discrete variable (which must occur for a person
to record his or her phonetic transcription). The transformation P(Y |X ) has also been studied
extensively [2, 3, 4, 5, 6, 13, 14], may be important for speech perception, and certainly affects
the conditional distribution P(Z|Y ).
Figure 1.1 illustrates the structure of a canonical pattern recognizer. Pattern recognizers,
including humans, must reduce the dimensionality of the observations to a tractable level [15].
It is argued that knowledge from the literature on speech perception, particularly the
Articulation Index, can be used to choose a lower dimensionality representation of speech
signals which keeps information that affects human phonetic confusions, and discards
information that does not.
This dissertation aims to leverage some studies which have documented human behavior in
a wide variety of conditions. These studies are thought to imply certain things about the inner
workings of human speech recognition, but practical considerations prevented examination of
the acoustics or classifications of individual utterances, and this limitation has given rise to
some ambiguities in the studies’ implications. This dissertation describes four experiments
which can help resolve these ambiguities, in part by duplicating the experiments used to devise
the Articulation Index, recording the data in a more specific manner, and examining the
3

relationship between them. Two more perceptual experiments, different from those used to
devise the Articulation Index, also inform our understanding of speech perception. An
experiment is done from a computational perspective, which classifies speech with
hypothetical neural representations of speech in noise, and compares the resulting error
patterns to human error patterns.
These experiments represent an attempt to specify properties of the pattern recognizer used
by humans. Constraints applied to this machine reduce the number of parameters required to
model the relationship between acoustics and symbols (illustrated in Fig. 1.1), which makes
learning the relationship more practical.

1.1 Details
It is explained above why phone transcription was chosen, and why human speech recognition
is viewed as a pattern classifier when performing this task. Even with these simplifications,
modeling human behavior is a difficult task and intractable with a naive approach. It is known
that frequencies up to 8 000 Hz carry information used by humans for phone transcription,
which implies that 16 000 dimensions per second are necessary to represent all information
present in a speech signal. Figure 1.1 illustrates a classifier based on a Gaussian mixture model
of the probability distribution of the acoustics of a phone. The probability density function

model will require c N 2 + N parameters where N is the number of dimensions of each

Gaussian, and c is the number of mixing components. For N = 16 000 (1 second of speech),
c = 100, and 16 classes, the total number of parameters required is approximately 4 × 1011 .
This would require about four trillion training examples,1 which is impractically large. If
humans were to learn the phone inventory in this manner, and each phone were 1 second in
duration, human children would need to hear speech continuously for 120 thousand years
before learning was completed. Thus the human speech recognition system must have a
structure which simplifies the speech signal by reducing the effective number of parameters.
The approach taken here is to leverage some existing speech perception research to
1 The

methods required to calculate confidence intervals on trainable parameters vary greatly by the type of
learning machine, statistics of the training data, etc. This was not done here; instead a rule of thumb is employed,
requiring 10 training examples for each trainable parameter.

4

constrain a model of human speech perception. Articulation tests done at Bell Labs in the
1920s [16] collected millions of human responses in a variety of acoustic conditions. The
majority of this document is about experiments and analyses which clarify ambiguities in the
Articulation Index, extend it, or develop models of human phone transcription in conditions
addressed by the Articulation Index.
Figure 1.3 illustrates the nature of the experiments and the acoustic conditions modeled by
the AI, which are noise level and channel filtering. Humans were asked to recognize CV, VC,
CVC, VCV, CCVC syllables (C for consonant, V for vowel) in some meaning-neutral context.
The properties of the communication channel were modified, and human performance was
modeled as a function of those properties. The Articulation Index model of human
performance addresses presentation level, filtering, masking noise spectrum, and other types of
maskers.
Figure 1.4 shows the relationship between speech level, noise level, and Articulation Index.
The Articulation Index, shown on the ordinate, has a one-to-one mapping with human phone
error rate. Notice that phone error rate is a weak function of speech level at constant SNR;
however, the phone error rate is a strong function of the “speech level minus noise level.” A
central objective of this dissertation is to explain this behavior.
The Articulation Index does not model the relationship between the acoustic waveform and
corresponding human classification simultaneously because it was not possible with the
technology available. Instead they dealt with average acoustic data (the speech and masking
noise spectrum) and average perceptual data (the corpus-average recognition accuracy). The
Articulation Index has been interpreted to mean some things about the structure of the pattern
recognizer humans use to perform phone transcription, some of which are unclear due to the
averaging performed on their acoustic and perceptual data. The following quotes discuss the
interpretation given in [17]:
It will be noted that these curves are essentially straight lines except in the region
where the articulation index is approaching a maximum and that the slopes of the
straight line portions are approximately alike and equal to about 3 db for a change
of 10 percent in W.
5

This quote draws attention to Fig. 1.5, and points out that the Articulation Index in a particular
frequency band is related to the percentage of intervals of speech in that band which exceed a
threshold, and the threshold is proportional to the speech-to-noise ratio.
When speech, which is constantly fluctuating in intensity, is reproduced at a
sufficiently low level only the occasional portions of highest intensity will be
heard, but if the level of reproduction is raised sufficiently even the portion of
lowest intensity will become audible. Thus the similarity in slope of the straight
line portions of the W curves and the speech distribution curve suggests that W is
equal to the fraction of intervals of speech in a band which can be heard.
If W is equal to the fraction of the time intervals that speech in a critical band can
be heard, it should be possible to derive W from the characteristics of speech and
hearing and to use Figs. 17-20 for testing this method. ... there are consequences
which can be tested if the hypothesis is correct that W is equal to the proportion of
the intervals of speech in a band which can be heard. These are (1) The computed
sensation levels of the speech received in the 20 bands should be substantially
alike when these bands all have the same value of W. (2) The computed sensation
level in each band for the zero point of the twenty dA curves ... should be 6 dB. ...
The two criteria listed in that final quotation were correct within a few decibels, except for the
lowest five bands. The authors attribute this discrepancy to an issue with the apparatus used to
present the speech sounds.
These paragraphs hypothesize that audibility is the determining factor of the intelligibility
of speech in noise. The authors’ comments have given rise to some common assumptions
about human speech perception. In light of the limitations of the Articulation Index studies,
some of them should be viewed as hypotheses:
1. This process of detection of auditory stimuli in noise (also referred to as audibility) can
be understood with signal detection theory. This has not been proven; however, signal
detection theory and knowledge of relevant probability distribution has been shown to
model human behavior in detection of tones and noise bands [12, 18, 19].
6

2. Audibility of speech in noise depends on the likelihood that the observed probe2 exceeds
a level that is likely to be caused by noise. The statistical analog would be the ML
(maximum likelihood) or MAP (maximum a posteriori) rules. This has never been
shown for speech.
3. The phone error rate is related to the number of detectable intervals through Eq. (2.3).
The relationship between the Articulation Index and error rate is well established. The
relationship between the level distribution of speech and Articulation Index is well
established; however, the relationship between the detection of speech and the level
distribution of relevant acoustic-phonetic contexts is not.
In addition to these, several additional hypotheses are added which could be extrapolated from
the Articulation Index formulation and which would be important for modeling speech
perception:
1. Time/frequency content in speech is not uniformly important. Some time/frequency
regions are irrelevant, and others are highly important.
2. The physical quantity governing perception of speech in noise is the “number of
intervals which can be heard” (i.e., are detectable) in those regions of speech sounds
which are perceptually relevant.
There is an ambiguity inherent in the procedure used to devise the Articulation Index. The
Articulation Index models the relationship between the average speech and noise levels to the
average phone error rate. It would have been impossible at the time to determine whether the
model fit all phone contexts, because they did not have the capability to analyze the acoustic
signal in a time and frequency specific manner. It can be demonstrated numerically that the
parameters of the Articulation Index model (c and emin ) can vary substantially over the
phonetic contexts, while still satisfying the corpus-average relationship Eqs. (2.2) and (2.3).
Figure 1.5 illustrates the hypothesis suggested in the quotes above: The Articulation Index
is related to the level distribution of speech. This relationship arises because the level
2 In

psychophysical terminology, probe refers to the signal the subject is asked to locate or identify; the masker
interferes with the probe.
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distribution of speech is linear on a log-log scale. A scaled version of the noise distribution
determines the percentage of speech intervals which are audible, as shown by the red lines in
Fig. 1.5. This dissertation will attempt to determine whether this conclusion holds in specific
acoustic-phonetic contexts, or only on average as was shown in [17].
There is another less related but equally important ambiguity related to the structure of the
pattern recognizer used by humans for phone transcription. In the experiments used to derive
the Articulation Index, and virtually every other following speech perception experiment, the
researchers pool data across subjects in order to accurately estimate the probability mass
function of listener responses in a resource efficient way. It has been assumed without
validation that normal hearing listeners’ response patterns are not substantially different from
each other. This issue is important not only for experimental design, but also from a theoretical
perspective: Two pattern recognizers could be constructed for a particular task, one which will
exhibit random mistakes when the features are corrupted with noise, and the other which will
exhibit the same mistake with high probability. This property of human speech perception has
never been measured in the domain of consonant confusions.

1.2 Experiments
This dissertation describes five experiments which address the questions posed above.
Two experiments involve measurement of human phone confusions in noise, and are similar
to each other. These experiments are described in detail in Sections 3.1.1 and 3.1.2. In the first
experiment, speech was presented in speech spectrum noise, in the second it was presented in
white noise. The noise levels were varied over a range of 20 dB in the first experiment, and 30
dB in the second experiment. The data from these two experiments is employed in Chapters 3
and 5. Chapter 3 compares more specific physical and perceptual measurements to each other.
Chapter 5 narrows the physical measurement, and then examines the relationship further by
invoking statistical analysis. These two experiments are used in other chapters, but other
experiments will play a central role in those chapters.
Chapter 4 describes and auditory model employed by Chapters 6, 5, and 7. It then develops
an extension to the Articulation Index which is justified by the conclusions of Chapter 3.
8

Chapter 6 describes an experiment which measures human detection of speech in noise.
Candidate models of detection are devised from the resulting data. It then compares detection
error rate (as predicted by those models) of phonetically relevant parts of speech sounds to the
phone error rate of those sounds.
Chapter 7 proposes several models of human phone transcription in noise. Each is a
different function of speech and information about the noise spectrum. Each of these
transformations is used to classify speech sounds with a learning machine which can learn any
mapping. Two of the models are plausibly related to human neural processes by the
Articulation Index. Two models typical of how machine speech recognition are also included.
All four models are used to recognize the same speech materials used in the experiments
described in Sections 3.1.1 and 3.1.2. The error patterns exhibited by each of the four systems
are compared to human error patterns on the same stimuli.
Chapter 8 describes an experiment where several humans hear the same speech stimuli
enough times to accurately estimate their response probability mass functions. The entropy
resulting from the difference between talkers and acoustic noise is analyzed and used to
address the question proposed above about sources of variation in human phone confusions.
Chapter 9 addresses some theoretical questions about the Articulation Index and the
modified Articulation Index proposed in Chapter 4. It suggests some relationships between
information theory, the probability distributions of signals in the auditory periphery, and signal
detection theory.
Finally, Chapter 10 consolidates the conclusions of the other chapters, and describes some
experiments which follow from the present results.
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1.3 Figures
1 second of speech
16 000 measurements
phone
class

Bayes’ rule

Figure 1.1: A mixture Gaussian density can represent any probability density function (given
enough components). The parameters µ jk , c jk , and ∑ jk could be learned for each class ωk .
This figure is meant to illustrate the
 impracticality of this approach, as the the number of
parameters required is c N 2 + N where N is the number of dimensions of each Gaussian,
which is 16 000 for each second of speech, and c is the number of components in the mixture.
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Figure 1.2: Speech communication can be viewed as cascaded conditional probability
distributions.

speech

channel

humans

conditions: noise x hp cutoff x lp cutoff

error rate

AI
model
Figure 1.3: This is how the Articulation Index was devised, using perceptual experiments.
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Figure 1.4: Figure 221 from Fletcher and Galt [9] showing the relationship between speech
level, noise level, and the syllable error probability.
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Figure 1.5: This is Fig. 4 from [17]. The red indicates the authors’ hypothesis about the
interpretation of the band articulation: The band articulation is proportional to the percentage
of intervals which are “audible,” and is therefore modulated by the noise level.
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CHAPTER 2
LITERATURE

2.1 Related Literature
In this section several categories of papers are summarized which attempt to understand
speech perception by inserting “test signals” and observing the output symbols. The first
category of papers attempts to find “cues” which indicate membership to various phonetic
categories. The second group of papers distorts speech signals and measures how recognition
accuracy and confusions are affected by the distortion. The third group of papers attempts to
model the behavior of humans as a function of physical qualities of a speech communication
channel. The fourth group attempts to directly apply tools from information theory to input
signals and output categories of human speech recognition, and the final group attempts to
make deductions about the acoustic features from confusions made by humans.

2.1.1 Acoustic cues for speech perception
Many papers have been written about “cues” for perception of phones or phone categories. In
these experiments listeners are asked to classify parametrically modified synthetic speech, or
modified natural speech. The modifications are chosen to answer hypotheses about which
“time-frequency regions” are phonetically relevant. Among many others are [20, 21, 22]
which investigate perception of place of articulation in stop consonants, [23, 24] which
investigate sufficient cues for perception of fricatives, and [25, 26] which investigate cues for
the /m/ versus /n/ distinction. Other papers attempt to find cues for phonetic categories or
production-based categories [27, 28]. Each of these papers follows a similar theme of
proposing hypotheses about which “cues” are important, and testing them by adding or
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removing the hypothetical cues from the speech signal by synthesizing speech or modifying
natural speech. These papers, using many clever techniques, have offered insight into speech
production, speech perception, and the connection between the two; however, they are limited
for our purposes because knowledge of the “cues” they discover does not provide instructions
on how those features can be detected or classified in the context of Fig. 8.2; i.e., their
knowledge is not easily transferred to a computer.
A paper by Dubno and Levitt [29] adopts a more principled approach to finding acoustic
cues. This paper describes fifteen acoustic parameters and uses a multivariate regression to
determine which of them predict recognition accuracy best. They conclude that the best
predictive quantity depends on the phonetic class of the sound, which is consistent with the
present study. The accuracy of their predictions (in Figs. 7-9 of [29]) is not high. A significant
problem in understanding speech perception is the high dimensionality of speech signals, and
that dimensionality must be reduced a lot before any kind of statistical analysis is possible.
Dubno and Levitt elect to reduce the dimensionality using 15 features which seem likely to be
related to phonetic class. This is troubling (albeit unavoidable at the time) because they are not
all easy to describe in mathematical terms, and are probably not repeatable. For example, it is
thought that that the second formant trajectory is important for classification of speech sounds,
but the exact means of extracting the second formant is not easily specified, and could be done
in a variety of ways which would have drastically different performance characteristics in
various acoustic conditions. The present study attempts to overcome these issues by
constraining the system which extracts (for example) the second formant trajectory.

2.1.2 Distortion as a tool for investigating speech perception
Another class of experiments in speech perception research is that which puts forth hypotheses
about the types of information (e.g., temporal, spectral, narrow-band amplitude modulation,
frequency modulation, formants, among others) important for speech recognition, and then
distorts the speech in a way which will remove the type of information in question. Some
examples are [30] which reduces available spectral information, [31] which reduces speech to
several sine waves which track the formants, [32] which manipulates the frequencies present in
14

narrow-band amplitude modulations, and [33] which temporally truncates speech. These
papers put further constraints on the hypothetical human pattern recognizer. For example, [30]
demonstrates that humans are capable of reasonably high phone classification with between
four and eight spectral channels, which means any model of human phone recognition
dependent on high spectral resolution cannot be correct.
Another category of experiments are those which model the effects of physical parameters
of a speech communication channel on recognition accuracy. These studies were done with the
goal of helping engineers make trade-offs in the design of speech communication equipment
and auditoria. Parameters of a speech communication channel were modified, and human
recognition accuracy measured and modeled as a function of the parameters. The most
exhaustive such study is called the Articulation Index (AI), which was first described in
[17, 9], reformulated in [34, 35, 36], verified in [37, 38, 39], and standardized in [11, 40]. The
AI was designed to predict the phone error probability in the presence of filtering, masking (by
noise or periodic sounds), and changes in sound level.
There are other predictors of intelligibility which extend the AI or attempt to model
intelligibility under different circumstances. The Speech Transmission Index (STI) is meant
for predicting intelligibility in reverberant conditions, as would be typical of an auditorium.
The STI, like the AI, was derived by relating empirical data to physical parameters of the
speech communications channel [41]. Another related measure is an extension of the AI
published in [42] which predicts intelligibility for speech in temporally varying (i.e.,
non-stationary) noise.
A proposed extension to the AI published in [36] suggests the possibility that the AI could
(given a sufficient number of additional parameters) predict not only the phone error
probability but also which mistakes will be made. It showed that the probability of
identification for non-correct response alternatives for some consonants is predictable as a
function of the AI and could be modeled with two additional parameters per phone.
These models tell us which physical parameters of a speech communication channel
strongly affect human behavior and which do not. For example, the Articulation Index
indicates that the average over frequency of the signal-to-noise ratio spectrum (the
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signal-to-noise ratio as a function of frequency) is strongly correlated with intelligibility, while
the power spectrum has a weak effect on intelligibility. This suggests that the signal-to-noise
ratio spectrum (SNR spectrum) may be a more appropriate choice of acoustic observation for a
pattern recognizer than the power spectrum.
All existing intelligibility predictors use a coarse acoustic measurement of speech, which is
the average spectrum of the speech corpus. When the intelligibility predictors were derived, it
would have been impossible to record and examine the waveforms of each utterance, so the
acoustic measurements were always averaged over vast quantities of speech, and the
predictions they offered were the average score over “all speech.” A phone classifier of
practical value would operate on waveforms of each utterance to be classified. This study aims
to determine whether the form of the AI prediction of intelligibility applies to waveforms of
individual utterances, analyzed in frames with sub-phone durations.
Phatak and Allen [43] and Phatak, Lovitt, and Allen [44] document experiments whose data
is used throughout this document. They collect consonant confusions in noise. These papers
mention a phenomenon they call threshold variability, which is the tendency of sounds to
become confusable at widely varying wide-band signal-to-noise ratios. The current study
could be viewed as an attempt to resolve the source of threshold variability by identifying the
important acoustic-phonetic regions and modeling the relationship between signal-to-noise
ratio in those regions and the resulting probability of correct classification.

2.1.3 Information theory and statistics as tools for investigating speech perception
A fourth important class of papers are those which attempt to find cues for speech perception
using responses to natural speech and information theory rather than synthetic or modified
speech.
In [45, 46] the experimenters time-register and pixelize the auditory spectrogram for a
number of VCV syllables, measure the probability distribution of the acoustic information (in
the pixels), then compute the mutual information between the phonetic identity of the sounds
and the acoustic information. The result is an image which shows which regions of the
auditory spectrogram provide most information about the phonetic identity of the sounds. The
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conclusions are limited because they tell us only about mutual information between the
phonetic class of sounds and individual pixels. It may be (and probably is) necessary to
consider the mutual information between the joint distribution of all pixels with the phonetic
class, which would require an impractical amount of speech data and computation. The current
study hopes to reduce the dimensionality of the problem to a more manageable level where
such information theoretic techniques could be more practical.
In [12] the authors explore the connection between signal detection theory, auditory
detection, and speech perception. They show that a simple model of auditory processing,
probability distributions of signals in the auditory system, and Bayes’ rule provide a good
prediction of human accuracy at detection and discrimination tasks, including some tasks
involving speech. This is encouraging for the strategy presented here because it shows that
humans are Bayes efficient at some tasks, and makes the view of human phone recognition as
pattern recognition more plausible.
Another important class of experiments are those which attempt to cluster sounds together
based on common features. Among this class of papers are [47, 48]. The first paper [47]
measures consonant confusions in noise, and demonstrates that the consonants fall into
categories within which they are more easily confused with each other. The categories they
found happened to be commonly used phonetic categories and were assumed to be associated
with some acoustic “cue.” The second paper [48] measured consonant confusions just as [47]
did, then attempted to determine the groups of sounds best able to account for the observed
confusions. They show that several choices of groups account for the observed confusions
equally well and conclude that, “although articulatory and phonological features are extremely
useful for describing patterns of perceptual data and for indicating which acoustic cues are
most important in a given context, the notion that these features represent hypothetical
perceptual constructs is open to serious question.” Both papers are consistent with the view of
phone recognition as a pattern recognizer, with categories which form because of the similarity
between sound classes, not because sound classes necessarily contain the same “cues.” Neither
paper can solve the problem presented here because they do not attempt to relate the acoustic
signals to confusions and sound categories, as is done in Section 3.3.
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The most mature attempt at clustering phonetic categories available is Soli et al. [49]. They
attempt to derive discrete perceptual features from the Miller and Nicely [47] confusion data
using a model called INDCLUS (Individual Differences Clustering). The procedure was used
to derive overlapping perceptual categories which presumably correspond to acoustic cues.
Each cluster has a parameter which corresponds to the “numerical weight” of the feature,
which could be interpreted as the detectability of a feature. These clustering results are
valuable, but less so because the INDCLUS procedure does not provide any principled
interpretation of the cluster weights. The present study could be viewed as a way of finding
weights which are connected with the acoustics of the speech sounds. Their experiments
showed that the weights varied across distortion conditions for Miller and Nicely’s data, which
highlights the need for a model which accounts for acoustic information. Also, the INDCLUS
procedure assumes that consonant confusions are symmetric. On average (over utterances) the
confusions are reasonably symmetric; however, as the present experiments show, the
confusions for individual utterances are usually asymmetric. This calls into question the
applicability of the INDCLUS features to the present data. However, prior knowledge of
perceptual categories could improve the analyses provided in Chapters 3, 5, 6, and 7.
The perspective in this document on the cause and meaning of perceptual clusters differs
from [49]. They describe the perceptual categories as discrete. The perspective offered in this
document is that speech recognition is the result of a transformation of the acoustic signal to a
lower dimensionality representation followed by a pattern recognizer which imposes few
restrictions on statistics of the speech sound categories. Under these assumptions, the
perceptual categories arise from (1) the probability distribution of the acoustics of speech
sound categories, and (2) the structure of the pattern recognizer used to differentiate them. In
this case there is no reason to expect discrete categories to emerge.
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2.2 Issues with the Experimental Paradigm
2.2.1 Closed set effects
The experiments described here employ perceptual experiments with a closed response set.
Bell et al. [50] investigate the effect of the response set on observed responses. They collect
consonant confusions for several groups of consonants, and demonstrate that the observed
confusions for any particular consonant are different when paired with different response
alternatives. This could be interpreted to mean that humans change their perceptual weighting
or prior probabilities based on conscious knowledge of the speech sounds in the
stimulus/response set. This effect is demonstrated in [51], as their confusions for a 22
consonant response set differ from those of [47] at the same signal-to-noise ratio.
The number of response alternatives used in the present study was limited, so testing time
would be reasonably short. The result of [50] is reassuring because the models employed will
be effected by the stimulus/response set.

2.2.2 Effects of testing procedures
The testing procedures used in this experiment did not specify a stimulus order (which was
chosen randomly at test time), did not have a uniform testing time for each subject, and
typically took days or weeks for subjects to complete over many separate visits. A paper by
Bilger et al. [52] demonstrates that the factors of test order, test time, and number of visits
have no significant effect on test scores. On this basis, any information about testing time and
presentation order can be ignored, although the random stimulus order prevents us from
performing an ANOVA.

2.2.3 Effect of vowel context on consonant confusions
It is well known that the perception of consonants is affected by the preceding and proceeding
vowel [22]. Most of the experiments described in this dissertation used a consonant followed
by the vowel /a/ to limit testing time, and could be subject to the criticism that results would
differ if the phonetic contexts of testing materials were different. The goal of this study is not
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to determine “cues” for speech perception, but rather to determine the structure of the speech
recognition system which is general to all phone contexts. The hypotheses selected in this
study would need to be validated for other phone contexts, although the substantial analyses
performed in this document are not designed to produce results which are likely to depend on
phonetic context of the testing materials.

2.2.4 Statistical power analysis
Some of the analyses presented in this dissertation would be more satisfying if they were
subjected to statistical power analysis, especially those which involve calculating entropies or
mutual entropies from probability mass functions estimated from the relative frequency of
events. Statistical power analysis of the pattern recognition results in Chapter 7 is impractical
because of the time required to execute the pattern recognition scheme; however, the results
are deterministic given the stimuli, and a reasonably large number of noisy samples were used.
Also, the results of the pattern recognition experiment were similar for conditions with similar
parameters, which supports their reliability. Some of these analyses done in Chapters 3 and 8
would benefit from statistical power analysis; however, the means to do so are not obvious in
these cases and the need for them is limited. Chapter 3 employed several measurements and
data sets, all of which endorsed the same hypothesis. The entropy-based measurement in
Chapter 8 exhibited such a large difference between opposing hypotheses that statistical power
analysis was deemed unnecessary.

2.3 The Articulation Index
2.3.1 Purpose and development
The Articulation Index was developed in the 1920s, 1930s, and 1940s for the purpose of aiding
the design of speech communication equipment—initially telephone equipment and later
military radios. The conditions most relevant to these devices were amplification, filtering, and
noise.
Experiments performed at Bell Labs and Harvard University between the years of 1919 and
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1945 [9] measured human recognition accuracy for an exhaustive range of noise, filtering, and
amplification conditions. The speech materials were nonsense syllables, consisting of
combinations of consonants, vowels, and consonants. The nonsense sounds were read in
sentences without any semantic or grammatical meaning (e.g., “Please say /kub/ now.”).
Electronic equipment described in [53] was used to establish each noise, filtering, and
amplification condition. Procedures described in [16] were used to administer the tests.
The authors of [9, 17] modeled the observed data as a function of the experimental
conditions. They found a simple model that accounted for human behavior quite well,
although a more complicated model was necessary to cover all conditions. The complicated
relationships arise from effects in the peripheral auditory system; for example, the loss of
recognition accuracy associated with high sound levels is attributed to “neural fatigue”
(although, as we know now, it may be due to the reduction in sensitivity and broader tuning
associated with higher sound levels impinging on the basilar membrane [14]). The authors of
[17] hypothesize that the simpler relationship between channel conditions and perception can
be explained by involving audibility (i.e., signal detection theory), and that the relationship
between error rate and sound level is essentially a consequence of the speech level distribution.
This document investigates this hypothesis and its implications.
Section 2.3.2 describes both original formulations of the Articulation Index prediction of
human recognition accuracy. Section 2.3.3 describes the types of conditions which add
complexity to the Articulation Index calculation and cause it to deviate from a model which is
easily relatable to signal detection and the level distribution of speech. These conditions occur
only in extraordinary circumstances and are avoided in the present experiments. Section 2.3.4
describes several papers simplifying, criticizing, validating, or extending the Articulation
Index.

2.3.2 Calculation of the articulation index
French and Steinberg Formulation

This version of the Articulation Index described here is

the formulation documented in [17]. The Articulation Index studies found that the syllable
error rate can be expressed as a function of the sum over frequency of a quantity specific to
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each frequency band. The first step in the calculation involves filtering the signal into bands,
then those bands are converted to the quantity which contributes arithmetically over bands to
the index. The channel-specific indices are summed and the sum is transformed to the
prediction of the human error rate.
1. Analysis of speech and noise by a filter bank. The authors determined the frequency
limits of 20 bands which contribute equally, so that the sum over the bands weights each
band individually (see Fig. 2.1). The limits were determined using the technique
described on pp. 101 to 103 of [17]. The first stage in the AI computation is to filter
speech into those 20 bands.
2. Calculation of band-specific speech and noise levels. The root-mean-square level
(denoted σ ) is calculated for speech and noise in each band. The results σs,k and σn,k are
the speech and noise root-mean-squared level in bank k, respectively.
3. A non-linear transformation. The band-specific speech and noise levels σs,k and σn,k
are transformed by Eq. (2.1). This formula is a restatement of the formation in [17] by
[36]. The value of each AIk is limited to be in (0, 1). The parameter c is numerically
equal to 2.

2
σs,k
1
AIk = log10 1 + c2 2
3
σn,k

!

(2.1)

4. Summation across channels. The channel-specific values AIk are averaged together,
resulting in the figure usually called the Articulation Index (or AI) in literature, given by
Eq. (2.2).

2
σs,k
1
1
1
AI = ∑ AIk = ∑ log10 1 + c2 2
K k
K k 3
σn,k

!

(2.2)

5. Transformation to error rate. The corpus average error rate is given by Eq. (2.3),
where emin is a model parameter numerically equal to 0.015.
Pe = eAI
min
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(2.3)

Fletcher and Galt Formulation

The version described by Fletcher and Galt [9] and

Fletcher [54] is more complicated because of its organization. It expresses the figure usually
called the Articulation Index (or AI) in literature as a product of four factors:

AI = V · E · F · H

(2.4)

The factor V accounts for the effect of channel gain and is a function of the system response
R and the amplification α . The factor E accounts for the decreased AI observed with higher
levels. The product V · E is measured empirically by finding the AI as a function of system
gain for an ideal system. The factor V is calculated from a model of audibility and loudness of
speech. The factor E is the discrepancy between the model of V and the observed data V · E.
The factor E is unity for levels less than 68 dB and drops off gradually after that. The
proposed model of V is thus interesting below 68 dB, as it accounts for the observed data.
Above 68 dB the factor E is required, and is determined empirically. The factor F accounts for
the shape of the system response R and the masking spectrum of maskers M. The system
response R is represented in all factors as the integral of the product of itself with three
“frequency importance functions,” denoted G1 , G4 , and D, which account for the audibility of
speech at moderate levels, the audibility of speech and high levels, and the density of
contribution to intelligibility of speech, respectively. The factor F is a function of R − M which
is essentially the speech-to-noise ratio as a function of frequency, as it was in the French and
Steinberg formulations.
The factor H is only for special types of distortion which are not particularly relevant to this
study. They are tabulated rather than modeled in [9], but not tested to the extent that their
interactions with the other factors V , E, and F could be fully understood.
The Fletcher and Galt formulation of the Articulation Index attempts to separate the effects
of the factors “channel gain” and “system response,” although unsuccessfully since the level of
presentation and system response R are required to compute V , E, and F. Their effort to
separate these factors leads to a confusing labyrinth of tabulated functions, which could have
been avoided if they had factored the AI by frequency channel as [17] did, rather than by gain
and system frequency response.
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For these reasons the Allen [36] formulation, based on the French and Steinberg formulation
[17], is adopted.

2.3.3 Complicating conditions
Some effects the Articulation Index models are important to recognize because they cause the
AI formula to become complicated and difficult to interpret in terms of signal detection. This
section discusses those effects.
The effect of nonlinear growth of loudness with intensity. Both versions of the
Articulation Index attempt to model observed decreasing performance with high noise levels.
This phenomena was noted in both original formulations of the Articulation Index (as
illustrated in Fig. 2.2), and verified since in [55, 56, 57], each concluding that high speech
levels reduce intelligibility. These papers also demonstrated that noise exacerbates this effect,
invoking it at much lower speech levels. Figure 1.4 summarizes the effect of level on the
intelligibility of speech in noise. Increasing sound level increases intelligibility initially,
because more detail becomes audible until the level increases so much that it causes distortion
in the auditory periphery. If the speech sounds are mixed with noise and kept at a constant
speech-to-noise ratio, the intelligibility is slightly reduced, presumably for the same reasons as
the noise-free case. Figure 2.3 summarizes data from several studies showing that presentation
level at constant audibility (i.e., constant speech-to-noise ratio) affects intelligibility at
conversational levels. Several papers have investigated a peripheral original of this effect and
found that known peripheral effects account for some but not all of the observed effect
[58, 59, 60, 61]. A recent paper [51] measures consonant confusions (in the same paradigm as
the experiments discussed in this document) as a function of presentation level and found that
some consonants are far more sensitive to the effects of level than others. These results have
several bearings on the current study: (1) The levels used are in a range which will invoke the
level effects as little as possible, as we are attempting to investigate the relationship between
audibility and intelligibility, and (2) the consonant specific effects of level inspire curiosity
about the roles spectral level and audibility play in speech perception. They might lead us to
hypothesize that recognizer structure and speech representation vary across phonetic context.
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The effects of forward masking and upward spread of masking. Fletcher and Galt refer
to it as “masking of one speech sound by another,” French and Steinberg refer to it as
“interband masking of speech.” The peripheral origin of these effects was not investigated in
either formulation of the Articulation Index; in fact, forward masking and upward spread of
masking had not been thoroughly studied at the time. The French and Steinberg AI accounts
for what were probably the effects of forward masking by capping the effective sensation level
(a proxy for the speech level) at 24 dB. Fletcher and Galt use the factor E in their AI
formulation to account for this: E is unity (i.e., no reduction in the AI level) for speech levels
between 0 and 68 dB, and a gradual decline above that level is tabulated in [9]. French and
Steinberg provide a table which presumably accounts for upward spread of masking (Table
VIII on pg. 111 of [17]). Fletcher and Galt account for upward spread of masking in a more
complicated manner. The effects of “self masking” (upward spread of masking) are mild at the
sound levels used in our experiments, and will be ignored in the AI calculation used here. The
effects of upward spread of masking are substantially smaller than the masking effects of noise
in our experiments (excepting the noise-free conditions), so they will be ignored.
Special types of distortion. Both versions of the Articulation Index discuss the effects of
other types of distortion such as playback rate, frequency shift, reverberation,1 overloading
(clipping), carbon microphone distortion (nonlinear distortion), and hearing loss. None of
these factors are related to the subject of the current study.

2.3.4 Reviews of the articulation index
This section discusses papers which verify or amend the Articulation Index.
Simplified Articulation Index calculations. The Articulation Index calculation presented
in [9] is notoriously complicated and impenetrable. The preceding formulation by French and
Steinberg [17], and all proceeding formulations, have been simpler. Kryter [34] devises a
simplified method for computing the Articulation Index, which is essentially like [17], but
performed with tables and instructions. The author of [35] devises a simplified version of
Fletcher and Galt’s formulation of the Articulation Index, and implements it on a computer.
1 Although

not as thoroughly as the speech transmission index [41], which models intelligibility as a function of
reverberation conditions.
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Allen [36, 62] suggests another, simpler formulation which neglects the effects discussed in
Section 2.3.3 and replaces some tabulated data with a function approximation. It also
introduces a factor c as a proxy for French and Steinberg’s p and offers an interpretation of it.
Verification of the Articulation Index. The Articulation Index has been tested several
times in a number of conditions. The first was by [37], who demonstrated that the AI
prediction of intelligibility was reasonably good except in cases with sharp band-pass or
band-stop filtered conditions. A more recent study [39] tested integration of cues across
disjoint frequency bands by the AI and several other models of integration. Neither the AI, nor
any other model considered, accurately predicted intelligibility in all filtering conditions. It
seems likely that the filtering conditions used in [39] were of the same problematic type used
in [37]. This is not a concern for the current study because none of the conditions are of the
type where discrepancies have been found.

2.4 Figures

Figure 2.1: This table is from [17] and provides the limits of 20 bands which contribute
equally to the AI. These bands were presumably calculated from Fig. 4.2.
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Figure 2.2: Performance as a function of level for several bandpass conditions. The
“orthotelephonic response” is approximately equal to the RMS sound level minus 70 dB.
Notice that performance decreases as levels exceed 0 dB on the abscissa.

Figure 2.3: Summary of nine studies about the effect of level with constant signal-to-noise
ratio, from [57].
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CHAPTER 3
AI AND SPECIFIC PREDICTIONS

This chapter explores the relationship between the pairs of perceptual and physical
measurements shown in Fig. 3.1. The horizontal axis lists varying levels of perceptual
specificity, the vertical axis varying levels of physical specificity. This chapter will follow the
path shown by the arrows, at each point describing the relationship between the specified
quantities. The combination of quantities in the lower right is labeled “pattern recognition,”
which is the logical conclusion of the analyses in this chapter, and that relationship will be
examined in Chapters 5 and 7.

3.1 Experiments
The criteria suggested for testing the hypotheses in this document require a comparison of
physical and perceptual data, in particular consonant confusions in different masking noise
spectra. This section describes two perceptual experiments1 similar to [47] which provide this
type of data.

3.1.1 The UIUCs04 experiment
This experiment measured human confusions of consonant-vowel sounds in speech weighted
masking noise, and is documented further in [43]. It involved 14 subjects from the University
of Illinois community who had learned English before any other language, and had no history
of hearing loss. The experiment took place inside an anechoic chamber (Acoustic Systems
model 27930). The stimuli were presented by a “Soundblaster Live!” sound card over
1 These

experiments were carried out in 2004 and 2005. The author of this document participated in the design
and execution of these experiments. They are documented in [43, 44]. The data is used here in a way which was not
discussed by those publications.
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Sennheiser HD265 headphones. The experiment was administered by an interactive computer
program which tabulated the listener’s responses. The stimuli were consonant-vowel sounds
from the “Articulation Index Corpus” published by the Linguistic Data Consortium (Catalog
#LDC2005S22). The consonant-vowel sounds include 14 examples (by 14 different speakers)
of every combination of [ /p, t, k, f, T, s, S, b, d, g, v, D, z, Z, m, n/ ] and [ /A, E, I, æ/ ]. The
listeners were asked to identify the consonant and vowel; however, the vowel responses were
not used in this study. Each stimulus was mixed with noise at [-22, -20, -16, -10, -2, Clear] dB
speech-to-noise ratio. The noise had the same average spectrum as the speech stimuli. There
were 14 talkers x 16 consonants x 4 vowels x 6 SNRs = 5376 conditions which were presented
in random order to each listener. The response probabilities were calculated for each
talker/consonant/vowel/SNR condition, as described in Section 3.2.1.

3.1.2 The PA07b experiment
This experiment is similar to the one described in Section 3.1.1, but with spectrally white
masking noise, only one vowel, and designed to replicate the experiment in [47] as closely as
possible. This experiment is further documented in [44]. It involved 23 subjects from the
University of Illinois community who had learned English before any other language, and had
no history of hearing loss. The experiment took place inside an anechoic chamber (Acoustic
Systems model 27930). The stimuli were presented by a “Soundblaster Live!” sound card over
Sennheiser HD280 headphones. The experiment was administered by an interactive computer
program which tabulated the listeners’ responses. The stimuli were consonant-vowel sounds
from the “Articulation Index Corpus” published by the Linguistic Data Consortium (Catalog
#LDC2005S22). The consonant-vowel sounds include 18 examples (by 18 different speakers)
of the consonants [ /p, t, k, f, T, s, S, b, d, g, v, D, z, Z, m, n/ ] paired with the vowel /A/. The
listeners were asked to identify the consonant in the sound they heard. Each stimulus was
mixed noise at [-18, -15, -12, -6, 0, +6, +12, Clear] dB speech-to-noise ratio. There were 18
talkers x 16 consonants x 1 vowel x 8 SNRs = 2304 conditions presented to each listener in
blocks with the same SNR and talker, as in [47]. The presentation order was random for
consonants, and random for SNR and talker outside the blocks, which contained 18 tokens
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each. Response probabilities were calculated for each talker/consonant/SNR condition as
described in Section 3.2.1.

3.2 Analysis Methods
Section 3.3 explores the relationship between the pairs of physical and perceptual
measurements shown in Fig. 3.1, in order from most broad to most specific. The broadest
measure is the average over all speech (in the chosen corpus). The next most specific level of
measurement is consonant (i.e., 16 measurements in all, each the average over all available
examples of each of the 16 consonants used), which was chosen because consonants comprise
acoustic-phonetically well understood subsets of speech sounds. The most specific category is
the individual utterance, which is nearing the level of resolution necessary for a useful pattern
recognizer. In this case there is a physical and perceptual measurement associated with each
production of each consonant.
The perceptual measure will always be probability correct Pc or (equivalently) probability of
error Pe = 1 − Pc. Other perceptual measures such as the probability of a particular mistake Pi j
or the entropy of the response probabilities H(Pi j ) may be interesting, but are not tested here.
Prospects for a connection between the AI and Pi j or H(Pi j ) are discussed in Section 3.4.
Section 3.2.1 explains how Pc is computed for each subset of speech.
The physical measurement is the AI described in Section 2.3.2 and derivatives thereof. In
some cases a version of the AI is compared to the corresponding wide-band SNR because it is
the most obvious alternative to the AI. Section 3.2.2 explains how the AI and its more specific
derivatives are computed.
Section 3.2.3 explains the criteria that will be applied to each combination of physical and
perceptual measurement schematized in Fig. 3.1 to determine whether they are valuable for
investigating speech perception.

30

3.2.1 Confusion matrices
The experiments described in Section 3.1 result in data of the form Pi jtlr , which is the
probability that listener l reported hearing consonant j when utterance t of consonant i was
spoken at signal-to-noise ratio r. The probability Pi jtlr is computed from the quotient of the
count of listener responses for each j divided by the total number of listener responses for each
i,t, l, r condition. This study is not concerned with listener effects, so they are averaged away
in Eq. (3.1).

Pi jtr =

1
Pi jtlr
L∑
l

(3.1)

The experiment in speech spectrum noise used SNRs of [-22, -20, -16, -10, -2, Clear], while
the experiment in white noise used SNRs of [-18, -15, -12, -6, 0, +6, +12, Clear] dB. It will
become necessary in Section 3.2.3 to have the response probabilities as a continuous function
of SNR. This is accomplished by linearly interpolating between the available SNRs. The
→
−
human response probabilities Pj can be viewed as a vector P (16 dimensions, one for each
−
→
response alternative, which sum to unity). The response probability distribution P (SNR)
→
→
between two data points (SNR1 , −
p1 ) and (SNR1 , −
p1 ) is equal to
−
→
→
P (SNR) = −
p2 +

p−
→
→
→
(→
p1 − −
p2 )(−
p1 − −
p2 )T
→
→
(SNR − SNR1)(−
p1 − −
p2 )
SNR2 − SNR1

(3.2)

From now on the continuous function Pi jt (SNR) is used instead of Pi jtr .
As mentioned earlier, this study will be concerned with the relationship between the AI and
probability correct to the exclusion of other perceptual information such as the full confusion
matrices or the entropy of the confusions. For that reason

Pc,it (SNR) = Pi, j=i,t (SNR)
is used instead of the full confusion matrix Pi jt (SNR).
Figure 3.2 illustrates how the various perceptual quantities are calculated.
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(3.3)

Utterance Specific Pc

The utterance specific probability correct, denoted US Pc,it (SNR), is

simply the probability that the corresponding utterance was correctly identified in the
perceptual experiments. The experiment in speech weighted noise used 16 consonants, each of
which was exemplified by 4 vowels x 14 talkers = 56 utterances. The experiment in white
noise used 1 vowel x 18 talkers = 18 utterances per consonant. One of the analyses in Section
3.3 requires a comparison of the same utterances in both noise spectra, for which there are 14
utterances in common between the experiments for each consonant.

Consonant Average Pc

The consonant average response probability, denoted CA Pc,i (SNR),

is simply the average probability (over utterances) that the consonant, indexed by i, was
correctly identified in the perceptual experiments, i.e., Pc,i (SNR) = Pc,it (SNR). There are 16
consonants x 2 masking noise spectra = 32 Pc,i (SNR) functions.
Grand/Corpus Average Pc The grand average response probability, denoted GA Pc , is
simply the average probability (over consonants) that a sound was correctly identified in the
perceptual experiments, i.e., Pc (SNR) = Pc,i (SNR). There are two Pc (SNR) functions, one for
each masking noise spectra.

3.2.2 Computation of the articulation index
The following paragraphs describes the AI and SNR measurements used in Section 3.3.
Section 2.3.2 describes the computation of the AI, culminating in Eq. (2.2). In this chapter, 20
analysis bands (K = 20) are used with frequency limits given in Table III of [17]. For each
more specific physical measurement mentioned earlier (grand average, consonant average,
utterance specific), the chosen subset of the speech corpus is concatenated, the speech and
2 and σ 2 are computed and Eq. (2.2) is
noise root-mean-squared level in each band σs,k
n,k

applied. The wide-band SNR (in decibels) for each case is simply 10 log10 (σs2 /σn2 ), where σs
and σn are the speech and noise wide-band RMS levels averaged over the specified subset of
the corpus. Figure 3.3 illustrates the scope of these measurements.
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Utterance Specific (US) The most specific physical measurement is based on the spectrum
of each individual utterance. Specific parts of each consonant are used, as each consonant has
a different acoustic-phonetic structure and different “regions” of time-frequency space which
are perceptually important. Also, the spectrum of a consonant-vowel syllable is usually
dominated by the vowel due to its longer duration and greater energy, so a more representative
measure of the consonant spectrum is required. Regions of each consonant shown in Table 3.1
were selected in reference to the oral release landmark which occurs when the oral constriction
is opened and air can flow freely from the mouth. The spectrum of these pieces of each
utterance were used to calculate the utterance-specific AI (US AIit ) and the utterance-specific
wide-band SNR (US SNRit ) with i and t indexing the consonant and utterance, respectively.
The computation is exactly as described above, except that σs,k was calculated separately for
each utterance. There is a function AIit = fit (SNR) for each utterance and masking noise
spectra, which maps the SNR for that utterance to the AI for that utterance. We anticipate that
utterances with higher AI levels will be correctly recognized more often.

Consonant Average (CA) The next most specific measurement involves one physical
measurement per consonant category. The calculation is exactly as described above, except
that the segments described in Table 3.1 from all utterances of a particular consonant are
concatenated and then used to compute σs,k . This quantity will be referred to as the CA AIi
(with i indexing the consonant) and the corresponding measure of wide-band SNR is called
CA SNRi. Each consonant and each noise spectrum has a relationship between the CA AI and
CA SNR, i.e., AIi = fi (SNR). Figure 3.4 shows each of these functions, with white noise on
the left (subfigure (a)) and speech spectrum noise on the right (subfigure (b)). Each line
represents one of the 16 consonants. Notice that, for a particular AI level, the SNR for
consonants can vary by 5 dB or more, and for a particular SNR the AI level can vary by 0.1.
We anticipate that the consonants with higher AI at a particular SNR will also have better
recognition accuracy at a particular SNR.

Grand/Corpus Average (GA) The most general physical measurement is an average over
all speech in an (approximately) phonetically balanced corpus. In this case, all speech from the
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experiments described in [43, 44] is used. The signal-to-noise ratio will be referred to as the
GA SNR, and the corresponding Articulation Index will be referred to as GA AI. There is a
relationship between GA SNR and GA AI, i.e., AI = f (SNR), for each noise spectrum.

3.2.3 Hypotheses and criteria
The goal is to determine whether more time-specific AI-based physical measurements produce
better and more specific predictions of perception. Several sensible combinations of physical
and perceptual measurement with intermediate amounts of specificity are tested, which may be
valuable in themselves and offer some intuition about the relationship between AI and
perception for more specific measurements. Figure 3.1 shows the combinations of physical
and perceptual measures compared. The combinations of physical and perceptual measure in
the bottom-left do not make sense because they amount to collecting more specific
information, then averaging away that additional specificity. The combination in the
upper-right is not investigated because it is less interesting than the relationship between CA
Pc and GA AI or US Pc and CA AI. Next we will discuss figures of merit for the relationship
between the physical and perceptual measurements.

Increasing Perceptual Specificity

In some cases we will try predicting a more specific

perceptual measurement without changing the specificity of the physical measurement. In
these cases we would not expect a “stronger” relationship between the physical and perceptual
measurement because the perceptual measurement now includes another random variable.
However, the new type of prediction may have the property of noise generality, a term used
here to refer to the property of the AI that Pc (AI) does not depend on the masking noise
spectra. The analyses described here test the behavior of versions of the AI with two different
masking noise spectra. The property of noise generality is interesting because the AI was
designed specifically so that Pc (AI) would be independent of noise spectrum and because noise
generality has implications for the application of signal detection theory to speech perception.
Noise generality will be measured by the similarity between the Pc(AI) functions associated
with the two noise spectra, which is quantified by the average difference in Pc between the two
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noise spectra. The noise generality of the AI measured by that means will be compared to the
noise generality of the wide-band SNR, the most obvious alternative, to demonstrate that the
prediction provided by the AI is unique.

Increasing Physical Specificity

In some cases we will try to predict the same perceptual

quantity using a more specific physical measurement. We want to know whether anything was
gained by predicting the perceptual measurement using a more specific physical measurement,
so a way of judging the “strength” of those relationships is required. A quantity called mutual
information is ideal: It has the intuitive property that larger “spread” (or variance, randomness,
etc.) in the relationship reduces the mutual information, as demonstrated in Fig. 3.5. Mutual
information can be interpreted as the amount of information that knowledge of one variable
gives you about another. The unit of information is usually bits, which is interpreted to be the
average number of yes or no questions that must be answered to determine value of a random
quantity. A review of this topic can be found in [63].
The Articulation Index can be viewed as a transformation of the acoustic signal (physical
variable) which has high mutual information with the perceptual variable Pc , regardless of the
masking noise spectrum. Figure 3.6 illustrates how transformations of the physical variable
can increase the mutual information between the perceptual and physical variables. The dashed
line shows the hypothesized relationship between the physical and perceptual variables (from
Eq. (2.3)), the solid lines depict the physical versus perceptual data. The left panel could be the
relationship for a less specific physical measurement such as the GA AI versus the CA Pc , and
the right panel the relationship for a more specific physical measurement such as the CA AI.
By transforming the abscissa, the “spread” between different utterances (or consonants, etc.) is
reduced and the mutual information between the physical and perceptual variables increases.

Mutual Information Calculation

Mutual information between two discrete probability

distributions is

I(X ;Y ) = ∑ ∑ p(x, y)log
x

y
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p(x, y)
p(x)p(y)

(3.4)

which requires knowledge of the joint and marginal probability distributions p(x, y), p(x), and
p(y), estimated from pairs of perceptual and physical data from the experiments in Section 3.1.
The variable x will denote the physical variable, and y will denote the perceptual variable.
Subsets of the experimental data will be chosen and used to estimate the probability
distributions necessary for computation of Eq. (3.4). The left panel of Fig. 3.7 shows data
points for a particular physical measurement. The right panel shows the estimated probability
density p(x, y). The probability density shown on the right panel is computed in the following
steps:
1. The perceptual measurements in the left panel are interpolated using Eq. (3.2) to give
perceptual measurements as a continuous function of the physical variable, as shown by
the interpolated lines in Fig. 3.7(a).
2. The abscissa (physical variable) is split into 1024 bins. The interpolated perceptual
measurements are computed at each of these 1024 bins.
3. The mean and variance of those perceptual measurements are computed for each of the
1024 bins.
4. The probability distribution of the ordinate (perceptual variable) at each abscissa value
is modeled as Gaussian. The mean and variance in Pc (at each of the 1024 binned
physical variable levels) are used to compute the probability at each ordinate value,
using a Gaussian distribution. This gives us p(y|x).
5. The joint distribution p(x, y) is computed from p(x, y) = p(y|x)p(x) by setting p(x)
(which is controlled in the experiments) to be uniform. The marginal distribution p(y) is
computed from p(y) = ∑x p(x, y).
The result p(x, y) is shown on the right panel of Fig. 3.7.

3.3 Results
In this section each combination of physical and perceptual variables portrayed in Fig. 3.1 is
examined using the methods described in Section 3.2 to analyze the data from the experiments
36

described in Section 3.1. In each move toward more specific physical measurements, we will
look for an increase in mutual information between the physical and perceptual variables. In
each move toward more specific perceptual measurements we will determine the extent to
which noise generality is preserved.

3.3.1 Classic AI
Figure 3.8 shows the GA Pc as a function of GA AI. The abscissa in the left panel (a) is GA AI
and in the right panel (b) it is GA SNR. The solid line represents the Pc observed in speech
spectrum noise, the dashed line represents Pc observed in white noise. Notice that the two lines
lay on top of each other when the abscissa is scaled by AI, but not when the abscissa is scaled
by SNR. This is an exceptional property of the AI, and should be preserved in any extension of
it.
As mentioned before, the AI can be used to predict phone scores from Eq. (2.3), which
implies the logarithm of the probability of error should be linear as a function of the AI. Figure
3.9 shows that the log Pe (AI) relationship deviates somewhat from linearity, mostly at higher
AI levels. The reason for this discrepancy is discussed in Section 3.4.2; however, it is more
significant that the relationship between the GA AI and GA Pc (i.e., Pc (AI)) has noise
generality.

3.3.2 GA AI versus Pc,i (CA Pc )
In the last section it was shown that the GA AI (the classic AI) predicts the average probability
of correct phone identification. In this section the extent to which the GA AI predicts CA Pc,i
will be determined, increasing the specificity of the prediction as prescribed in Fig. 3.1.
Figure 3.10 shows log Pe,i (GA AI) for each of the 16 consonants. The symbols /T/, /S/, /D/,
and /Z/ used in the figure refer to the consonants /T,S,D,Z/ respectively. The value of the GA AI
to predict Pc,i may be evaluated on the basis of two criteria, the second of which is equivalent
to noise generality:
1. Are the log Pc,i (AI) functions linear with AI?
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2. Are the Pc,i (AI) the same for both masking noise spectra (in comparison to the GA
SNR)?
Notice in Fig. 3.10 that the consonants /p,k,f,T,d,g,m,n/ and to some extent /s,S,b,v,f/ have
linear log Pe,i (GA AI) functions, while others /t,z,Z/ do not. It seems that the fricative sounds
tend to have less linear log Pe,i (GA AI) function than the others (tolerating a subjective
classification of “linear” and “non-linear”). Figure 3.11 shows log Pe,i (GA SNR) for each of the
16 consonants. Notice that none of the consonants have an error rate which is linear with SNR.
Figure 3.10 also shows that the consonants /p,k,T,S,d,g,D/ seem to have the same Pe (AI)
function in both noise spectra. The consonants /t,s,v,z,Z,m,n/ have significantly different
functions, and the consonants /f,b/ match at low AI levels, but diverge at high AI levels. Figure
3.11 shows log Pe,i (GA SNR) for each of the 16 consonants. Notice that none of the consonants,
with the possible exception of /T,D/, have the same log Pe,i (GA SNR) in both noise spectra.
The observations offered so far have been subjective. Columns 2 and 3 of Table 3.2 offer
objective measurements for the degree to which GA Pe,i (GA AI) and GA Pe,i (GA SNR) are the
same in both noise spectra, which is described in Section 3.2.3. Notice that the Pe (AI)
functions are more similar across noise spectra than the Pe (SNR) in 13 of 16 cases, and closer
on average as shown in the bottom row of Table 3.2.
To summarize, the GA AI has some important properties when used to predict CA Pc,i ,
namely that the log Pe (AI) is linear for most consonants, and the Pe (AI) functions are similar in
two different masking noise spectra for most consonants. In all cases, the relationship between
the GA AI and Pe is stronger than the relationship between GA SNR and Pe , which motivates
our continued interest in the AI. The relationship between CA Pc,i and a more specific physical
measurement of speech is investigated in the next section.

3.3.3 CA AI versus CA Pc
The physical measurement discussed in Sections 3.3.1-3.3.2, the GA AI, is an average over all
speech, which seems inappropriate for prediction of consonant perception, since each
consonant has different perceptually relevant acoustic-phonetic features. For example, the
release burst is important for stop consonants, the region before the release is important in
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fricatives as it carries information about the configuration of the tongue and lips, and the
regions immediately before and after the release are important in nasals as they carry
information about whether the lips are open or closed. This “common sense” about acoustic
phonetics was used to choose the regions shown in Table 3.1 and to compute the US and CA
measurements. If those regions are more important for perception, the correct identification for
that consonant should be more related to acoustic measurements in that region. The following
paragraphs test that hypothesis.
First it will be determined whether the CA AI carries more information about recognition
accuracy of consonants than does the GA AI, then whether the CA AI has the property that the
Pe,i (CA AIi ) functions are the same in different masking noise spectra. Figure 3.12 shows
Pe,i (GA AI) (right two panels) and Pe,i (CA AIi ) (left two panels); each line represents one of the
consonants, indexed by i. The top two figures represent data for the experiment in speech
spectrum noise, the bottom two figures for white noise. Notice that the abscissa values in the
right figure are the same for each line, the GA AI. The abscissa in the left figures is different
for each of the 16 consonants, according to their acoustic-phonetic properties, as measured in
Section 3.2.2, and shown in Fig. 3.4. The CA AI brings the Pe,i (AI) functions closer to each
other than does the GA AI, which implies greater mutual information between the physical
variable and perceptual variable, confirming our expectation that a more specific measurement
is a better predictor of behavior. The mutual information between CA/GA AI and CA Pc,i ,
shown in Table 3.3, agrees with our intuition from Fig. 3.12 that the CA AI provides a better
prediction of the consonant scores CA Pc,i .
Figures 3.13 and 3.14 show Pc,i as a function of CA AI and CA SNR. These figures are like
Figs. 3.10 and 3.11 except that their abscissa is plotted using the consonants-average physical
measurement rather than the corpus average measurement.
If the “detection mechanism” is the same for each consonant, and the regions chosen to
compute the CA AI for each consonant (from Table 3.1) are relevant, then we would expect
that the rate of change of recognition errors with a change in the AI for those regions would be
similar, at least in comparison to the less specific measurement GA AI. Columns 4 and 7 of
Table 3.2 are the slope of the log Pe,i (AI) functions for the GA AI and CA AI respectively. For
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the bottom row of the table, labeled “σ / µ ,” columns 4 and 7 contain the mean and standard
deviation (across the 16 consonants) for the slope of the log Pe (AI) functions. Notice that the
standard deviation of the slopes for the CA AI is smaller, at 1.1, than is the standard deviation
for the slope of GA AI, which is 1.8, endorsing our hypothesis that the CA AI is a more
consistent predictor of CA Pe,i (and equivalently CA Pc,i ) than is the GA AI.
Columns 5 and 6 of Table 3.2 also show that the Pc,i (CA AIi ) functions are more similar than
are the Pc,i (CA SNRi) functions between the two noise spectra, indicating that the CA AI
retains some noise generality.
To summarize, the CA AI retains some important properties when used to predict CA Pc,
namely that the Pe (AI) functions retain substantial noise generality, and the relationship
between the CA AI and CA Pe,i is stronger (in the mutual information sense) than the
relationship between GA SNR and CA Pe,i . The relationship between CA Pc,i and a more
specific perceptual measurement of speech is investigated in the next section.

3.3.4 CA AI vs. US Pc
It was established that the CA AIi has some value for the prediction of CA Pc,i in the senses of
generalization and mutual information. Next it will be determined whether the CA AI can be
related to perception of individual utterances, by comparing the CA AIi to the US Pc,it . While
mutual information between this pair of physical and perceptual quantities should decrease
compared to CA Pc,i (because of the added randomness in the production of utterances of the
same consonant), noise generality will justify continued interest.
Table 3.4 shows the average difference between the US Pc,it across the two noise spectra, as
predicted by CA AIi and CA SNRi . The right two columns of Table 3.4 show the
(utterance-average) distance between the US Pc,it (SNR) and US Pc,it (AI) functions, which
reveals that the US AI generalizes better for 11/16 consonants, and on average, than does the
CA SNR.

40

3.3.5 US AI vs. US Pc
Next we want to determine whether the relationship between US AIit and US Pc,it has value.
Once again two metrics are examined: The noise generality as measured by the average
percent between the US Pc,it (U S AIit ) and US Pc,it (U S SNRit ), and the increase in mutual
information compared to the prediction offered by CA AIi .
Table 3.5 demonstrates that the US AI reduces the average percent difference between the
Pc,it (U S AIit ) and US Pc,it (U S SNRit ) functions across the two noise spectra both compared to
the CA AI and compared to the US SNR, confirming that the relationship between US AI and
US Pc has some degree of noise generality.
Table 3.6 shows the increase in mutual information between the physical and perceptual
quantities using the US AIit instead of the CA AIi . Columns 3 and 5 show MI of the CA AI
with the US Pc,it . Columns 2 and 4 show the additional information contributed by using the
US AI as the physical measurement instead of the CA AI. The more specific information adds
information to the prediction of 15/16 consonants in speech spectrum noise, and 14/16
consonants in white noise. On average it adds 0.36 bits to the prediction in speech spectrum
noise and 0.27 bits to the prediction in white noise.

3.4 Discussion
3.4.1 Limitations of the experimental paradigm
Complications of the experimental paradigm

There are several issues complicating the

analyses performed in Section 3.3.
The most vexing issue is the consonant and utterance specific measurements of the physical
parameter (AI or SNR). Section 3.2.2 and Table 3.1 explain which time/frequency information
was used for the consonant- and utterance-specific measurements. These are still very
non-specific measurements, making generalizations about four phone categories. They ignore
temporal fine structure specific to each consonant, which is known to affect perception. The
approach taken is to avoid the possibility of a misleading result by relying on four general
regions, rather than try to specify specific regions for each consonant, which would be hard to
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justify. There may be other regions of those sounds which play a role in perception, or parts of
the selected regions which are irrelevant for distinguishing some phone classes. The
relationship between perception and acoustics may not appear as strong, but its existence is not
an artifact of the regions used to analyze the acoustics. The following few chapters will
examine the use of temporal fine structure in a data driven way.
Another issue is the selection of response alternatives, which is likely to affect the responses
as mentioned earlier in this section [50]. The original AI was developed using a response of
approximately 210 speech sounds, while ours used only 24 speech sounds. However, the size of
the consonant sets were not much different, as 16 consonants were used here, and there are 21
consonants and semi-vowels in the English language. Furthermore, the goal of the present
study is not to “find features” for consonant perception, which probably vary with response
set. Rather it is to determine their representation of speech and the structure of the pattern
recognizer used by humans, which probably does not vary with response set.

Combination of speech information across time and frequency

This study does not

address the issue of combining information across time and frequency, which is probably
necessary to model phone perception. The AI integrates information across time by averaging
power, and across frequency by averaging log10 (1 + c2 SNRk ) over k. This chapter has shown
that more information about perception of individual consonants or phones is obtained when
these averages are performed within the period of time relevant to perception of that
consonant. Speech perception results of [64] and the machine recognition results of [65]
suggest that the human classifications of individual waveforms could be precisely predicted if
the correct regions and method of combination over time and frequency were known. This is a
difficult problem because testing a method of time-frequency integration requires a priori
knowledge of the regions to be integrated (which are difficult to define), and the type of
integration may vary by consonant and feature type. In our view, a logical first step in this
processes is a representation based on the short-time SNR, like the AI-gram. This issue of
combining information has been studied before by [12, 19, 39, 66], but like this study, not in a
scope sufficient to completely describe speech perception.
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3.4.2 Linearity of the log Pe(AI) function
Discrepancy between Pe (GA AI) and Eqs. (2.2) and (2.3)

Figure 3.9 shows the logarithm

of the probability of error as a function of AI in speech spectrum noise and white noise. It has
been suggested by [36] that the relationship Pe (AI) is exponential (and log Pe (AI) linear);
however, the data collected in the present experiments is not exactly linear, as shown in
Fig. 3.9: the slopes of the lines are greater at low AI than higher AI. These functions approach
an error rate of 15/16 as AI approaches zero, indicating that the listeners were guessing
randomly and suggesting that the slope at low AI is correct. If this interpretation is adopted,
Eqs. (2.2) and (2.3) are under-predicting the probability of error at higher AI levels.
The authors of [44] plot log Pe (AI) in white noise for the same data set used in this study (in
Fig. 3), and their function also deviates from linearity showing higher than expected error at
high AIs, although to a lesser extent than ours. The only difference between these data sets is
that [44] removed utterances which had greater than 20% error in clear, and responses from
listeners who did not achieve 85% correct classification in clear. If some utterances were
frequently mistaken at high SNRs (and high AIs) and not mistaken much more often at low
SNRs, it would cause log Pe(AI) to under-predict error at higher AI level.
Some part of this discrepancy may also be caused by higher sound levels (associated with
the higher SNRs), which reduce recognition accuracy [51, 55, 57, 58, 60, 61].
The AI was designed to predict articulation for a phonetically balanced set of syllables, but
the experiments in this study only used 16 response alternatives. Figure 3.12 shows that each
consonant has a different relationship between probability of error and the AI. The AI was
designed so that log Pe (AI) is linear on average but not necessarily for each individual
consonant; data in this study show interesting and possibly meaningful deviations from
linearity. Non-linearity of the log Pe (AI) function in the current experiment might be caused by
the difference between our 16 alternative response set and the essentially open response set
used to derive the AI.

Exceptional consonants

Figure 3.10 shows log Pe (GA AI) for each of the 16 consonant

response alternatives used in this study. On average the AI seems to model the error rate of
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/p,k,T,d,g,D/ well, in the sense that the log Pe (AI) functions are consistent with Eqs. (2.2) and
(2.3). They are linear in AI and similar in both noise spectra, as predicted by the AI theory.
These properties hold for some consonants but not others, an outcome which seems worth
investigating. This may be related to an observation made by [9] on pages 121 and 122 about
the behavior of the different speech sounds:
There have been two points of view advanced as to how an observer interprets
the speech sounds in the presence of a noise. The first point of view assumes that
the relative position of the speech components with respect to the threshold in the
noise determines the factor F in Eq. (1). According to this point of view the
effective response has been lowered by the threshold shift M due to the noise, so
that the quantity R-M takes the place of R in determining the factor F. The second
point of view, which was taken by one of the present authors in an earlier
formulation of this theory, assumes that the level of the speech components with
respect to each other is the principle influence in determining F. Then F is the
same in the noise as in the quiet, except so far as there is an increased masking of
one speech component by another because of the higher received speech levels
required in order to over-ride the noise.
The articulation tests indicate that some of the sounds of speech act in
accordance with the first assumption, while the other sounds follow the second
assumption. The sounds of the first class are those having components essentially
in a single frequency region, constituting about one-third of the total number of
fundamental speech sounds as previously noted in Section 10. ...
The second class of speech sounds consists of those sounds having
components in more than one frequency region, which compose about two-thirds
of the total number.
The factor F is the “maximum articulation factor” which is a multiplier on other factors
affecting the AI. The symbols R and M are the system frequency response and masking level
in decibels, respectively. This paragraph implies that some of the consonants’ behavior is
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modeled by R-M, which is equivalent to AI ∼ log(σs /σn ) and others by R, which is equivalent
to AI ∼ log(σs ).
Next several categories of consonants are listed, their behavior is described, a plausible
explanation is offered for their behavior, and conclusions are examined in light of the
observations in [9].
None of the consonants /s,S,z,Z/ have linear log Pe (AI) functions, nor do they seem to match
well across noise spectra. All of these sounds have log Pe (AI) functions which become more
shallow as the AI increases. The features which distinguish these sounds from each other are
vibration of the glottis (resulting in periodicity) and the configuration of the lips and tongue
blade (affecting the spectrum for the fricated part of the sound). The cues distinguishing these
sounds are thought to be concentrated at high frequencies, which is consistent with the
observed lower error rate in speech spectrum noise than in white noise.
The consonants /f,b,v/ do not have linear log Pe (AI) functions, nor do their Pe (AI) functions
match across masking noise spectra. These sounds are most often confused with each other
and have similar formant transitions, so the confusions must be determined mostly by the
spectrum of the speech prior to the oral release. There are several examples of /b/ in the
experimental data which are heard as /v/ or /f/ in noise, where nothing relevant to the
distinction is masked yet the perceptual identity changes. One explanation is that the noise
“sounds like” the frication associated with /v/ or /f/; another is that the “lack of frication” in /b/
is masked. In either case this suggests that perception is affected not by the signal-to-noise
ratio (which is infinitely negative in the relevant region) but by the spectral level in the region
prior to the oral release.
The sound /t/ is unique among the unvoiced stop consonants, with which it is most often
confused. The Pe (AI) functions do not match across masking noise spectra, while they do for
/p,k/. The most salient acoustic cue differentiating /t/ from /k/ and /p/ is the burst following the
oral release. Most of the energy in the burst is at high frequencies, which experiences much
different masking in speech spectrum and white noise. Notice that the error rate is much
higher in white noise, because white noise masks high frequencies more for the same AI level.

45

The nasal sounds /m,n/ are confused mostly with each other, and have neither linear nor
matching log Pe (AI) functions. This might be attributed to the concentration of distinctive
acoustic information at low frequencies. The nasal sounds have a higher error rate in speech
spectrum noise than in white noise; speech spectrum noise has more masking for the same AI
level at low frequencies.
In each case of the /s,S,z,Z/ group, the /m,n/ group, and /t/, the discrepancy between Pe (AI)
in different masking noise spectra can plausibly be attributed to a concentration of cues in
some frequency region. The /f,b,v/ group seems to be related to the power spectra rather than
the SNR, although the evidence is anecdotal.
The quote by [9] seems to be in opposition to our observations. The consonants most
obedient to the AI model are those which have a relatively uniform distribution of information
across frequency, and our explanation for the outliers is based on their concentration of energy
in a narrow frequency region.
Fletcher and Galt’s comments quoted above [9] (although confusing) and the existence of
consonants whose perception is not explained well by the AI, inspire us to search for a means
of testing whether the SNR or power spectrum is more important for each of the consonants.
Slope of log Pe (AI) functions Equation (2.3) relates the GA AI to the probability of error,
with a parameter emin which is related to the slope of the log Pe (AI) function. Figure 3.10
shows the log Pe (GA AI) functions for each of the 16 consonant response alternatives used in
the experiments, some of which are modeled well by Eq. (2.3) but have varying slopes. Some
are not well modeled but have a higher change of error rate with AI than do others. The slope
(or change in error rate with AI) is shown in columns 4 and 7 of Table 3.2 for the GA AI and
CA AI, respectively.
The change in error rate with GA AI is probably related to power of the relevant acoustic
cues in each sound, the perceptual distance between them and other sounds in the response set,
the method with which they are identified by the brain, and the presence of any auditory
enhancement of the relevant acoustic cues. The consonants /p,t,k,d,g,m,n/ all have relatively
steep slopes. With the exception of /m,n/ they are stop consonants. The consonants
/f,T,s,S,b,v,D,z,Z/ have comparatively shallow slopes, and are fricatives with the exception of
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/b/. The consonant /b/ may be an exception because it has a small perceptual distance to /f,v/
and therefore must have a slope similar to those other consonants. The consonants /m,n/ may
be exceptions because they have a large perceptual distance to all other consonants, and so
have a steeper slope than the other non-stop consonants. Excepting these consonants, we
might conclude that the stop consonants are in some way significantly different from the
fricatives because they have an error rate which declines much more quickly with AI (and
SNR), and they tend to have linear log Pe (AI) functions. One explanation might be that the
burst-like acoustics of stop consonants experience enhancement by the auditory periphery, and
thus are more easy to identify. Another might be that the perceptually relevant parts of the stop
consonants are detected in a binary-decision manner (a view supported by [64] and [67]),
while the fricatives are identified in a manner more consistent with the machine recognizer
described in [65] whose results were shown in Fig. 9.3. The log Pe(AI) shown in that figure
resembles the log Pe (AI) functions for /s,S,z,Z/ shown in Fig. 3.10.

3.4.3 The peak-to-RMS ratio c2
The AI described by [17], among others, has made use of a parameter which has been called
the “peak-to-rms” ratio. They used this interpretation of c2 to deduce that “W is equal to the
fraction of the intervals of speech in a band that can be heard” and justified that point of view
with the observation that “the computed sensation levels of the speech received in the 20 bands
[are] substantially alike when these bands all have the same value of W.” Furthermore, they
argued that “the computed sensation level in each band for the zero point of the twenty ∆A
curves ... should be 6 dB. This results from the shape of the speech level distribution (Fig. 4)
and the choice of the 1 percent highest intervals expressing the sensation level of the speech in
a band.” The factor W used by [17] is equivalent to AIk used in this document. The
peak-to-RMS ratio of speech has not been related to detectability of speech, nor has the level
in 1/8 second intervals which is greater than 99% of all levels in 1/8 second intervals, the
measurement used by the AI, been related to detectability of speech. The parameter c2 (p used
by [17]) was chosen to fit the data. The percentage of intervals associated with any value of c2
is P(s > c  RMS) where P(s > x) is the cumulative distribution of speech in 1/8 second
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intervals. The definition of “peak” is arbitrary, as the speech level probability distribution has a
“long tail” and the percentage of intervals called “peak” can be calculated for any value of c2 .
Furthermore, detection of speech (or any signal) in noise is probabilistic and any “threshold”
for detection must be associated with probability of detection. These things, along with the
alternate interpretation of c2 offered in Chapter 9, call into question the interpretation of c2 as a
threshold or “special peak level.”

3.5 Figures

Measurement (AI)

Utterance
US P c

Phone
CA P c

Corpus
GA Pc

Prediction

generality preserved

"classic AI"

Corpus
"GA"
Phone
"CA"
Utterance
"US"
Spectro−
Temporal
Specific

generality preserved and
mutual information increases
pattern
recognition

Figure 3.1: Illustration of the experimental conditions investigated. The abbreviations in
quotes are the names given in Section 3.2. The criteria generality preserved and mutual
information are explained in Section 3.2.
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consonant

consonant
utterance

utterance

grand
(corpus)
average

consonant

utterance

utterance−average

consonant−average

Figure 3.2: The scope the GA, CA, and US human response measurements. Each utterance
has a response probability mass function (PMF). A PMF is calculated for each consonant by
averaging the corresponding utterances’ PMFs, and the grand (corpus) average PMF is
calculated by averaging the consonant PMFs.
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Figure 3.3: The scope of the GA, CA, and US articulation index measurements. The
utterance-specific measurement is based on the acoustics of a particular phone, specifically of
the region of those consonants shown in Table 3.1. The corresponding utterance-specific
regions are concatenated and used to calculate the consonant average measurement. All
utterances of all consonants are concatenated and used to calculate the grand (corpus) average
measurement. The regions used in the utterance and consonant measurements are according to
Table 3.1. The grand average measurement, however, does not select any specific regions of
the sounds involved.
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Figure 3.4: The CA AIi as a function of CA SNRi , with one line for each consonant index i.
Each line represents the AIi = fi (SNR) function for one of the 16 consonants used in this study.
Notice that the AI for a particular SNR can vary by 0.1 and the SNR for a particular AI can
vary by 5 dB. Figure 3.6 illustrates how consonant-specific AI vs. SNR functions and Pc (AI)
functions can result in greater mutual information between physical and perceptual variables.
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Figure 3.5: Illustration of some properties of mutual information. Each panel shows the
relationship between a physical measurement (on the abscissa) and a perceptual quantity (on
the ordinate). The top two figures show simulated data from a perceptual experiment. The
bottom figures show corresponding estimates of the joint probability density of the physical
and perceptual variables. Notice that the figure on the left has more “spread” (variance,
randomness, etc.) between the physical and perceptual quantities, as well as a shallower slope.
Increased spread and shallower slope both reduce the mutual entropy between two quantities.
The mutual entropy between the quantities on the left is 0.99 bits, and on the right it is 2.30
bits.
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Figure 3.6: Illustration of how the CA AI might allow better modeling of human perception
than does the GA AI. The dashed line is the model of perception (approximately equal to the
behavior of the average of all consonants). The left panel shows two hypothetical consonants
which do not match the model behavior. If the AI is computed specifically from the speech
material corresponding to those consonants, it may push the Pc (AI) function for those
consonants toward the model behavior.
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Figure 3.7: The left panel shows pairs of physical and perceptual data for which the mutual
information can be computed. The right panel shows the joint distribution p(x, y) of these data.
The mutual information between the physical and perceptual measurement is 1.18 bits.
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Figure 3.8: The left panel shows GA Pc as a function of GA AI. The right panel shows GA Pc
as a function of the GA SNR . The only difference between the two panels is a
noise-spectrum-dependent transformation of the abscissa. The solid lines represent data
gathered in speech spectrum noise, the dashed lines data gathered in white noise.
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Figure 3.10: GA AI versus CA Pc,i for each consonant. The solid lines show perception in
speech weighted masking noise, and the dashed lines in white noise.
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Figure 3.11: GA SNR versus CA Pc,i for each consonant. The solid lines show perception in
speech weighted masking noise, and the dashed lines in white noise.
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Figure 3.12: The left figures show the CA AIi versus CA Pc,i for each consonant. The right
panel shows the GA AI versus the CA Pc,i for each consonant. The data in the top figures was
observed in speech spectrum noise, and the bottom in white noise. Notice that the more
specific measurement, the CA AI, has a more similar relationship over consonants than does
the GA AI.
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Figure 3.13: CA AI versus CA Pc,i for each consonant. The solid lines show perception in
speech weighted masking noise, and the dashed lines in white noise.

57

0

/p/

/t/

/k/

/f/

/T/

/s/

/S/

/b/

/d/

/g/

/v/

/D/

/z/

/Z/

/m/

/n/

Pc

10

−1

10

0

Pc

10

−1

10

0

Pc

10

−1

10

0

Pc

10

−1

10

−20 −10 0 10 −20 −10 0 10 −20 −10 0 10 −20 −10 0 10
SNR [dB]
SNR [dB]
SNR [dB]
SNR [dB]
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3.6 Tables
Table 3.1: Regions used to compute the CA and US measurements. The times given in the first
two columns are relative to the oral release landmark.
Start
0 ms
0 ms
-120 ms
-20 ms

Stop
120 ms
70 ms
70 ms
70 ms

Category
Voiceless Stops
Voiced Stops
Fricatives
Nasals

Sounds
/p,t,k/
/b,d,g/
/f,T,s,S,v,T,z,Z/
/m,n/

Table 3.2: Predictions of CA Pc,i from the GA AI and CA AIi , and also with the corresponding
SNRi measures. The column labeled “distance” shows the average difference in the prediction
of Pc between the two masking noises used. Smaller numbers indicate that the prediction
generalizes better across noise spectra. Notice that in both cases (CA and GA) the AI
generalizes better than the SNR. Also notice that the slope of the log Pe (AI) functions are
closer together across consonants when the CA AI (as opposed to the GA AI) is used.

Consonant
/p/
/t/
/k/
/f/
/T/
/s/
/S/
/b/
/d/
/g/
/v/
/D/
/z/
/Z/
/m/
/n/
µ /σ

GA SNR
Distance
0.085
0.381
0.086
0.095
0.06
0.165
0.18
0.128
0.151
0.062
0.157
0.029
0.206
0.208
0.192
0.088
0.142

GA AI
Distance (-)Slope
0.026
5.84
0.233
4.60
0.025
4.91
0.06
2.10
0.029
0.91
0.096
2.49
0.067
3.06
0.113
2.01
0.055
5.15
0.039
4.89
0.185
1.37
0.074
0.89
0.097
1.15
0.092
2.72
0.188
4.98
0.108
5.30
0.092
3.3 / 1.8
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CA SNR
Distance
0.089
0.375
0.091
0.088
0.049
0.14
0.134
0.13
0.135
0.061
0.185
0.062
0.158
0.165
0.204
0.097
0.135

CA AI
Distance (-)Slope
0.026
4.61
0.212
3.45
0.02
3.65
0.061
2.18
0.029
1.00
0.065
2.71
0.049
2.64
0.079
1.54
0.034
3.70
0.032
3.61
0.166
2.12
0.07
1.30
0.052
1.21
0.024
2.50
0.221
4.01
0.11
3.79
0.078
2.75 / 1.1

Table 3.3: Information conveyed by the physical measure about the perceptual measure.
Notice that the CA AI tells us more about the perceptual measure than does the GA AI.
Physical Measurement
GA AI
CA AI

Speech Spectrum Noise
0.28 bits
0.76 bits

White Noise
0.52 bits
0.86 bits

Both Noises
0.44 bits
0.93 bits

Table 3.4: Predictions of US Pc,it from the CA AIi and CA SNRi measures. The percentages
shown are the average difference in the prediction of Pc between the two masking noises used.
Notice that the AI has a slightly smaller difference than does the SNR.
Prediction of:
By:
/p/
/t/
/k/
/f/
/T/
/s/
/S/
/b/
/d/
/g/
/v/
/D/
/z/
/Z/
/m/
/n/
Average

US Pc,it
CA SNRi CA AIi
0.138
0.119
0.145
0.067
0.174
0.205
0.215
0.193
0.162
0.158
0.111
0.097
0.12
0.173
0.166
0.153
0.138
0.143
0.197
0.226
0.297
0.246
0.237
0.229
0.099
0.085
0.095
0.132
0.317
0.276
0.259
0.221
0.179
0.17
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Table 3.5: Predictions of US Pc,it from the CA AIi and US AIit , and also with their respective
SNR measures. The differences shown are the average difference in Pc between the two noise
spectra used. Notice that the percentage is lower for AI than for SNR, and also lower for the
US than the CA.
Consonant
/p/
/t/
/k/
/f/
/T/
/s/
/S/
/b/
/d/
/g/
/v/
/D/
/z/
/Z/
/m/
/n/
Average

CA SNR
0.138
0.145
0.174
0.215
0.162
0.111
0.12
0.166
0.138
0.197
0.297
0.237
0.099
0.095
0.317
0.259
0.179

CA AI
0.119
0.067
0.205
0.193
0.158
0.097
0.173
0.153
0.143
0.226
0.246
0.229
0.085
0.132
0.276
0.221
0.17
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US SNR
0.152
0.143
0.184
0.21
0.153
0.103
0.116
0.17
0.137
0.201
0.299
0.211
0.101
0.094
0.316
0.259
0.178

US AI
0.083
0.073
0.139
0.173
0.131
0.086
0.159
0.149
0.094
0.157
0.208
0.178
0.083
0.091
0.175
0.182
0.135

Table 3.6: Relative increase in mutual information between the physical and perceptual
variables achieved by using the US AIit for the perceptual variable instead of the CA AIi . The
second and fourth columns labeled ∆MI indicate the additional information about US Pc
contributed by using utterances specific information. A negative value in these columns
indicates the prediction was worse when using utterance-specific information. Most
consonants in both noise spectra show a relative increase in mutual information from the US
AI.

Consonant
/p/
/t/
/k/
/f/
/T/
/s/
/S/
/b/
/d/
/g/
/v/
/D/
/z/
/Z/
/m/
/n/
Average

Speech Spectrum Noise
∆MI for US AI MI for CA AI
0.56
0.62
0.81
0.30
0.20
0.72
0.57
0.27
0.20
0.32
0.38
0.24
0.48
0.45
0.07
0.56
0.51
0.42
0.47
0.68
-0.07
0.30
0.03
0.24
0.81
0.04
0.43
0.46
0.08
0.63
0.18
0.60
0.36
0.43
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White Noise
∆MI for US AI MI for CA AI
0.23
1.28
0.33
0.87
-0.06
1.14
0.38
0.54
0.30
0.43
0.47
0.21
0.13
0.77
0.34
0.49
0.19
1.13
0.47
1.10
-0.09
0.20
0.03
0.26
0.46
0.20
0.11
0.80
0.65
0.90
0.37
1.24
0.27
0.72

CHAPTER 4
THE AUDITORY MODEL

Chapter 3 showed that more specific measurements of the Articulation Index can provide more
specific prediction. A logical extension of this, illustrated in Fig. 3.1, is to examine the
relationship between phone confusions and an exhaustive description of signals in the auditory
periphery. This chapter attends to this exhaustive description of signals in the auditory
periphery.
Both theoretical and empirical considerations lead us to seek a representation similar to that
of the auditory system. It was argued in Section 1.1 that human speech recognition must
eliminate a great deal of the information present in the acoustic waveform to make learning
feasible. This necessary operation will make a pattern recognizer employing those features
dependent on the transformation used to generate them.
This section describes a simulation of the auditory transformations of signals. This
transformation organizes the information in a particular way, and eliminates some information
in the process, which affects the behavior of any pattern recognizer employing the signals.
The transformation will be discussed in terms of parameters of the Articulation Index
analysis filter bank. It has been observed before in [68] that the analysis filterbank in the
Articulation Index bears a strong resemblance to the parameters of a filterbank based on
human behavior tuning data [69, 70, 71], so the design of the auditory representation used here
will draw heavily from those works. Also, it will be demonstrated that the Articulation Index
can be computed from the output of the auditory model described here. This enables us to
investigate the hypotheses discussed in Section 1.1 and in Chapters 5, 6, and 7.
Figure 4.1 provides a complete diagram of the signal processing model developed in this
chapter. Section 4.1 will describe the auditory simulation. Section 4.2 will discuss
computation of speech and noise statistics, their relationship to the Articulation Index, and a
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time/frequency specific version of the Articulation Index which is called the AI-gram.

4.1 Auditory Model
The analysis stage of the classic AI is duplicated as closely as possible in the auditory model
described here. The analysis stage of the classic AI involves filtering the speech and noise into
a few frequency bands and then computing the RMS levels in those bands. The resulting levels
in each band were called Bs and B by [17] (and are in decibels); in this document they are
denoted σs,k and σn,k . The following parameters are needed to specify the AI-gram auditory
model: (1) the distribution of filters over the auditory spectrum, (2) the bandwidth of each
filter, (3) the frequency resolution (number of filters, and resulting degree of overlap), and (4)
the type of filters (i.e., gamma tone, elliptical, etc).
The bandwidths of filters in the classic AI are specified in [17] (for 20 bands, in their Table
III, see Fig. 2.1) and also [9] (for an arbitrary number of bands, in their Fig. 5, see Fig. 4.2). As
demonstrated in [68], the bandwidths of the AI filters are roughly proportional to the critical
bandwidth proposed by [54] on page 167. The critical bandwidth is interpreted to be the
equivalent bandwidth of a “notch” filter which a human has available for narrow-band
detection tasks, and seems like a reasonable choice for the AI-gram bandwidths. Figure 4.3
shows the critical bandwidth (used for the AI-gram filters), the AI bandwidths from [17], and
the ratio of the two.
The center frequencies of the filters used in the analysis stage of the classic AI were chosen
so each filter would contribute equal articulation in ideal conditions. In [17] the number of
bands is 20, and their center frequencies are shown in Fig. 4.4 by the dashed line. The dark
line in Fig. 4.4 shows the best frequencies which would result in uniform spacing along the
basilar membrane, according to the Greenwood map [72]. Henceforth the AI-gram center
frequencies are uniformly spaced, based on the Greenwood map, because of its physiological
plausibility and similarity to the classic AI.
Humans have far more than the 20 frequency channels used in the classic AI (roughly 3500
inner hair cells), so the AI-gram should simulate a substantially larger number. The signals
generated by adjacent inner hair cells are highly correlated with each other, so it is not
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necessary to simulate the signal in all 3500 hair cells. The number used in our implementation
of the AI-gram is 200, which guarantees that all independent channels are represented (the
overlap is greater than 1) and provides a visually appealing representation. The number of
filter channels could be increased or decreased somewhat without changing the equivalency
with the classic AI.
Basilar membrane tuning has been studied extensively [13, 14, 73, 74, 75, 76], but it may
not determine the out-of-band rejection which governs speech perception. Tenth-order
elliptical filters are chosen for the AI-gram because they can have extremely sharp skirts and
large stop-band suppression, and as mentioned above, their widths are chosen because of their
empirically determined significance to articulation.
So far, the part of the AI-gram in Fig. 4.1 labeled “Auditory Filter k” has been discussed.
Several considerations motivate us to convert the bandpass filterbank outputs to base-band
signals. The bandpass signals proceeding from the filter bank described above have much
higher frequencies than the auditory nerves are able to represent. Also, experiments have
demonstrated that narrow-band amplitude modulations above 40-60 Hz can be eliminated
without substantially affecting speech recognition performance [32, 77]. Also, it has been
shown [78] that human sensitivity to modulations (detection of modulated tones and
narrow-band noise) drops at 3 dB per octave starting at 16 Hz, which represents a substantial
reduction in sensitivity at modest modulation frequencies. Perfect representation of the
pass-band signals would require a (temporal) sampling rate of 16 000 per second (as the
original signal has a bandwidth of 8 kHz), which is far more than necessary to represent a
signal with a relevant bandwidth of 60 Hz. For this reason, a base-band version of the signal
(i.e., the envelope) is generated by half-wave rectification and filtering to 60 Hz (4th-order
Butterworth low-pass filter). The output of this system is a crude simulation of the neural
firing rate. Figure 4.1 shows these operations performed in the box labeled “Envelope
Detector.” The signal is down-sampled to 400 Hz in the envelope detection process, which is
more than adequate to represent a 60 Hz signal. The total dimensionality of the AI-gram
image is 200 frequency channels x 400 samples per second = 80 000 per second.
The non-linearity involved in the envelope detector (the half-wave rectifier) has important
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implications for the AI-gram computation. A system F is linear if the relationship
F(α x1 + β x2 ) = α F(x1 ) + β F(x2 ) holds. This is not true in general for the low-pass filter and
envelope detector used in our implementation of the AI-gram. For example if
x1 (t) = sin(2π 30t) and x1 (t) = sin(2π 30t + π ), their envelopes (as extracted by the system
described here) will both be e1 (t) = F(x1 (t)) = e2 (t) = F(x2 (t)) = 1; however, the envelope of
their sum F(x1 (t) + x2 (t)) = 0, which violates the condition of linearity.
More sophisticated models of auditory function exist; however, the system described here
was used because it is simple enough to have an exact analogy with the classic AI
computation, and allows us to divide the AI-gram into an auditory modeling stage and a stage
which is easily related to signal detection.

4.2 Relationship to the Articulation Index
In this section a time/frequency specific measurement of the Articulation Index, named the
AI-gram, is described. It is inspired by Chapter 3, which we will examine in light of empirical
data in future chapters.
We suspect it could be used in two different circumstances: (1) as a way of studying speech
perception or (2) as a new type of feature extraction for a machine speech recognizer. Two
versions of the AI-gram are derived, one which uses the speech and noise separately, the other
which uses the mixed speech and noise signal and the spectrum of the noise. Both are nearly
equivalent to the classic AI.
The goal of this derivation is to make the AI-gram “reverse compatible” with the AI, which
will guarantee that the AI-gram will, on average, have the same predictive ability as the AI.
The classic AI formula used in this document, Eq. (2.2), is
2
σs,k
1
1
1
AI = ∑ AIk = ∑ log10 1 + c2 2
K k
K k 3
σn,k

!

(4.1)

The approach taken here is to define a version of the AI which is a function of time t and
frequency band k which has the same expected value as the argument of the logarithm. The
2 /σ 2 , contains the time-average power quantities σ 2 and
argument of the logarithm, 1 + c2 σs,k
n,k
s,k

66

2 , which suggests that the time averages should be expanded. Define a quantity α (t) so that
σn,k
k

E[αk (t)] = 1 + c2

2
σs,k
2
σn,k

(4.2)

and then the AI-gram image ak (t) as

ak (t) =

1
log10 (αk (t))
3

(4.3)

Next two versions of ak (t) are defined, both of which are illustrated on the right side of
Fig. 4.1.

Speech and noise are available separately

The right-hand side of Eq. (4.2) can be restated

as

E[αk (t)] =

E[n2k (t)] + c2 E[s2k (t)]
E[n2k (t)]

(4.4)

where n2k (t) and s2k (t) are the filtered speech and noise signals, and E[.] is the time average,
which is the same as the expected value for stationary and ergodic signals.1 In order to
represent the contribution of each time-frequency signal element to articulation, speech is
treated as a non-stationary signal by computing

αk (t) =

E[n2k (t)] + c2 s2k (t)
.
E[n2k (t)]

(4.5)

Equation (4.5) satisfies the criterion in Eq. (4.2), but provides exhaustive measurement of
speech characteristics at each time and frequency.

Speech and noise have been mixed

In this case the separate speech and noise signals sk (t)

and nk (t) are not available; instead, only the processed sum of speech and noise
ek (t) = F(s(t) + n(t)) is used. Figure 4.5 shows µs+n = E[ek (t)] with a solid line and
1 Stationary, ergodic noise is required by the AI-gram because interactions evoked in the auditory periphery by
non-stationary noises are more complicated, and little data is available to validate the more complicated design
decisions required. [42] have developed a predictor of intelligibility for non-stationary noises; their model may be
incorporated into future versions of the AI-gram, if adequate validation tests can be devised.
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µs + µn = E[sk (t)] + E[nk (t)] with a dashed line. Using the approximation
E[ek (t)] ≈ E[sk (t)] + E[nk (t)], Eq. (4.5) can be approximated by
ck (t) =
α

(ek (t) − E[nk (t)])2 + E[nk (t)]2
E[n2k (t)]

(4.6)

The expected value of Eq. (4.6) is equal to Eq. (4.2) when c = 1 and sk (t), nk (t) are
statistically independent. Equation (4.6) can only be equal to Eq. (4.2) when c = 1, as a
constant factor on the term (ek (t) − E[nk (t)])2 will create additional terms in the numerator
which are not present in Eq. (4.2). The factor c seems less consequential because this version
of the AI-gram will be used as an analysis method for speech recognition rather than a
predictor of human behavior.

4.2.1 Computing the AI from the AI-gram
Sections 4.1 and 4.2 choose parameters for the AI-gram auditory model (analysis filters), such
that they are nearly equivalent to the analysis filters for the AI, except in the number of filters
N. Section 4.2 derives a calculation for each moment in time t, for each frequency band k,
which has a time-average equal to the argument of the logarithm in Eq. (4.1). Having met
these conditions, the classic AI can be computed from

AI =

1
1
log10 (E[αk (t)])
∑
K k 3

(4.7)

Figure 4.6 demonstrates that the AI computed this way is quite close to the classic AI using
the 20 band filter bank suggested by [17]. The dotted and dashed lines show the AI computed
using the AI-gram auditory model, demonstrating that Eq. (4.7) is identical to Eq. (2.2). The
solid line shows the AI for the same speech materials computed using Eq. (2.2) and the 20
band filter bank, demonstrating that the AI-gram auditory model results in the same AI levels
in speech weighted noise (Fig. 4.6(a)) and slightly different AI levels for white noise
(Fig. 4.6(b)).
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4.3 Demonstration
The authors’ greatest interest in the AI and the AI-gram is motivated by its implications for
speech perception, and its ability to help us understand how humans recognize speech. In this
section AI-grams and perceptual confusions for a particular speech sound in two different
noise levels are shown and used to evaluate the perceptual importance of acoustic-phonetic
features.
Figure 4.7 shows the confusion pattern for a particular utterance of /tA/ from the experiment
described in [44]. The abscissa is SNR (as defined in this particular experiment), the ordinate
is probability of recognition. Each line corresponds to a different response alternative. Notice
that the consonant is always recognized as /t/ when the SNR is equal to or greater than 6 dB.
However, at 0 dB it is heard most often as /k/, which means that perception is very sensitive to
noise level over this relatively small range of SNRs. An analysis of discriminability by the
AI-gram in this sensitive range of SNRs may reveal which acoustic-phonetic features are
important for perception. Figure 4.8 shows AI-grams at +6 dB and 0 dB SNR in the right and
left panels respectively. The sound corresponding to the right panel was always identified as
/t/; the one on the left was frequently identified as /p/ or /k/ and very seldom as /t/. It is thought
that the region outlined is highly relevant in differentiating /t/ from /p/ and /k/, which is
consistent with the high AI-gram level (and correspondingly high detectability) at +6 dB and
low AI-gram level at 0 dB. Régnier and Allen [64] (from which this example was taken)
showed that the AI-gram level of the region outlined in red is highly correlated with the loss of
perception as /t/.

4.4 Shortcomings of the AI-Gram
The AI-gram uses a simple auditory model, whose design was motivated by equivalence with
the classic AI. The [9] version of the AI accounts for a variety of additional effects in the
auditory periphery such as upward spread of masking, and sound level dependencies. These
are important effects for certain conditions, although these conditions were avoided in the
present experiments. An improved version of the AI-gram could be constructed which

69

accounts for those auditory effects; however, it was not done here because of the complexity
involved, and the large amount of experimental data required. Any improved version of the
AI-gram should retain separate auditory modeling and detection stages, to facilitate
interpretation in terms of signal detection theory and information theory.
Other aspects of the auditory model are unrealistic. The filter-bank used in the AI-gram is
implemented with elliptical filters which resemble basilar membrane tuning in their bandwidth
but not in their shape. The envelope detector is a crude model of hair cell action, for which
more accurate models exist.
Another issue related to auditory modeling is the time-frequency representation available to
the brain for speech recognition. There is evidence [79] that the auditory periphery generates
both high time resolution (low frequency resolution) and high frequency resolution (low time
resolution) representations of auditory signals. The critical bandwidth [69, 71] was derived
from tone detection experiments, in which it would have been advantageous for the brain to
use its highest frequency resolution representation; however, it may be the case that the brain
sometimes uses a high time resolution representation of speech signals for speech recognition.
It does not seem that the frequency resolution of the analysis filters has a strong impact on the
AI calculation, as several versions of the AI calculation have been published which use
different bandwidths, and in the case of [9] the AI is given as an integral rather than a sum over
discrete bands. While time/frequency resolution may not matter for computation of the AI, it
is important for the interpretation of the AI-gram as a discriminability measure or as a
representation of the speech and noise probability distributions.

70

4.5 Figures
Envelope Detector
Auditory Filter k

Half−wave Rectifier Low−pass Filter

sk (t) 1

speech

3 log10

f

f



E[n2k ]+c2s2k (t)
E[n2k (t)]



Envelope Detector
Auditory Filter k

Half−wave Rectifier Low−pass Filter

nk (t) Estimate Noise
Statistics

noise
f

f

E[nk ]
E[n2k ]

Envelope Detector
Auditory Filter k

Half−wave Rectifier Low−pass Filter

ek (t) 1

speech + noise
f

f

3 log10

(ek (t)−E[nk (t)])2+E[nk (t)]2
E[n2k (t)]

Figure 4.1: Schematic of the AI-gram computation.

Figure 4.2: This figure is from [9]. It shows the density of contribution to the AI as a function
of frequency.
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dashed line shows the filter bandwidths used by the Articulation Index [17]. The dash-dotted
line is the ratio of the AI-gram bandwidths to the Articulation Index bandwidths. It varies little
over frequency, which is interesting because the AI-gram bandwidths are related to basilar
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CHAPTER 5
INTELLIGIBILITY AND SPECIFIC ACOUSTIC
MEASUREMENTS

The goal of this chapter is to further narrow the scope of the physical measurements, and to
clarify the relationship with the perceptual variable. This brings us closer to the bottom-right
corner of Fig. 3.1 labeled “pattern recognition”; however this experiment is not analogous to
pattern recognition because the relationships between all pixels of the auditory time/frequency
information are not simultaneously considered. It could be viewed as an effort to determine
which pixels of the time/frequency information are most related to perception, or a method for
finding features which would most efficiently represent the sounds to differentiate the classes
of consonants in question.
This could be seen as a step in adapting psychophysics to speech, where the physical
variable is the auditory modeling data, and the perceptual variable is the probability
distribution of listeners’ responses for waveforms. Usually one physical variable is related to
one perceptual variable; the relationship is often parametrized by a sigmoid. Unfortunately
there are many physical variables (each pixel of the AI-gram) related to the perceptual variable
in the phone transcription task, making it hard to collect enough data to examine the
relationship. Instead the relationship between individual AI-gram pixels and the listener
responses are examined.
The products of the next few paragraphs are (1) information about which time/frequency
regions are relevant to classification of some consonants, (2) the uncertainty associated with
classification based on one pixel (rather than all of them), (3) the functional relationship
between the level in a single pixel and the classification accuracy, and (3) empirically
determined values for the constant c which may be used in a consonant specific AI prediction.
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5.1 Methods
The data used in this chapter originate from the experiments described in Section 3.1.
This paragraph describes how individual auditory model pixels are compared with the
listeners’ responses. The AI-gram is defined by Eq. (4.5), where sk (t) is the output of the
system described in Chapter 4. For each utterance of each consonant, we have the AI-gram
and the response probability distribution as a function of wide-band signal-to-noise ratio. The
probability of correct response is interpolated to provide the probability of correct response as
a function of the AI-gram level for each pixel Pc (ak (t)). Equation (4.5) is modified to help
interpret the term c2 s2k (t)/E[n2k (t)]. The threshold is removed and an empirically reasonable
value for c2 is determined, resulting in Eq. (5.1).

bk (t) = 10 log10

s2k (t)
E[n2k (t)]

(5.1)

Now we have Pc(bk (t)) for each pixel (t, k) of the AI-gram. The speech sounds are aligned
by the oral release landmark, providing bk (t, SNR, utterance) where the coordinates (k,t) refer
to the same region (and phonetic features) across all utterances. For each (SNR, utterance)
condition, the corresponding probability of correct recognition Pc (SNR, utterance) is
available. Figure 5.1 shows how Figs. 5.2, 5.4, and 5.5 are constructed. Figure 5.2 shows the
average bk (t) level (in dB) of all available utterances of /Z/ when Pc = 50%.
Figure 5.3 shows Pc (bk (t)) for the two pixels circled in Fig. 5.2(b). Figure 5.3(a) shows
those functions at the circled pixel in the affricated region, Fig. 5.3(b) shows them at the
circled pixel in the vowel region. Each line represents Pc(bk (t)) for a different utterance of the
consonant /Z/. The pixel in the upper-left, shown on panel (a), has more similar Pc(bk (t))
functions than does the pixel in the lower-right, shown on panel (b). The circles show the
average level of bk (t), the line indicates the width of two standard deviations of bk (t). The
mean level indicated by the circle is related to the darkness of the images in Fig. 5.2.
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5.2 Cues
The function Pc (bk (t)) predicts a psychophysical variable (Pc ) on the basis of a single physical
measurement (bk (t)). Prediction error is represented visually by the dissimilarity among
curves in Fig. 5.3(b). Similarity among the curves in Fig. 5.3(a) represents a low variance
prediction. Figure 5.4 shows the standard deviation of the level of bk (t) when Pc = 50%, for
each AI-gram pixel, over all utterances of the consonants /Z/. Panel (a) represents speech heard
in white noise, panel (b) in speech spectrum noise. The circles indicate the pixels used to
generate Fig. 5.3. Notice that the upper-left region of the auditory spectrogram, corresponding
to the turbulence associated with the closure of the teeth and tongue, has lower standard
deviation, consistent with the claim that this region is important for perception of /Z/ [80].
Figure 5.5 shows the variance of bk (t) when Pc = 50% for the consonants /t,d,s,S,f,z/. In
each case the region with least variation is consistent with our knowledge of cues for
consonant recognition: The release burst is important for /t/ and /d/ [81], the affricated region
is important for /s,S,f,z/ [80].

5.3 Discussion
There are several parts of the auditory model, Articulation Index, and AI-gram formulation
which must be examined in light of empirical data. These issues are enumerated, and
corroborated to the extent possible with the available experimental data:
1. The analysis filter bandwidths and center frequency distribution.
2. Representation of speech with log10 ( f (s2k (t))).
3. Scaling of speech by the noise level, with s(t)/E[n2k (t)].
4. Application of a soft threshold to the band SNR, i.e., the use of ak (t) instead of bk (t).
The filter bandwidths for the AI and their center frequency distribution were derived and
tabulated in [17, 9] from speech filtering experiments with a large number of conditions. The
frequency resolution of the human auditory system as determined by behavioral experiments
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was given in [71], and is proportional to the bandwidths given in the articulation index
literature [68] even though they are derived entirely from perceptual data about speech
perception. We suspect the strong relationship between the AI and perceptual quantities exists
because the brain keeps a running estimate of any interfering noise, and does not “see” speech
unless it sees time/frequency “looks” (as in [19]) which are unlikely to have come from the
noise. The proportional relationship between the AI bandwidths and human auditory tuning
supports this interpretation.
The AI-gram input-output function includes the logarithm of the speech signal. Figure 5.3
shows that Pc is roughly linear with log10 s2k (t) when 0.1 < Pc < 0.9, which is convenient.
Also, log-linear relationships are typical in the sensory periphery, which makes this operation
more plausible.
The AI-gram input-output function operates on the time/frequency signal-to-noise ratio
s2k (t)/E[n2k (t)], rather than the spectral level of the speech s2k (t). This is consistent with the
hypothesis that the brain only “sees” speech if it is unlikely to have come from the noise: In a
Gaussian channel the log-probability of detection is approximately proportional to the
log-SNR at that frequency [82].
The term 1 and factor c2 inside the logarithm in Eq. (4.1) impose a threshold on the
signal-to-noise ratio s2k (t)/E[n2k (t)]. This could be viewed as transforming the SNR which has
a range of (−∞, ∞) to something with a range of (0, ∞). The classic AI is related to error
probability through Pe = eAI
min , which computes a probability only if AI is limited to the range
(0, ∞).
If the hypothesis that the brain only “sees” a time/frequency look if it is unlikely to have
come from the surrounding noise is adopted, then pixels with very low or very high
signal-to-noise ratios will not affect recognition probabilities. Equation (4.1) makes a stronger
prediction: perception depends strongly on the SNR at a particular time and frequency only
when that SNR is approximately 1/c2 .
Figures 5.4 and 5.5 tell us which regions of the consonants /t,d,s,S,z,Z,f/ are most relevant to
perception. We hypothesize that the brain “sees” pixels only if they were unlikely to have
come from the noise, which implies that the signal-to-noise ratio in these pixels s2k (t)/E[n2k (t)]
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should predict whether a particular pixel will be related to perception. If true, Eq. (2.3) should
model the relationship between Pc for each consonant and ak (t) in the important
time-frequency region for the corresponding consonant. It is also expected that the constant c2
will be similar for each consonant. The best fitting c2 values were calculated for the boxed
regions in Fig. 5.4 and 5.5, and are shown in Table 5.1. The consonants /s,S,z,Z/ had the same
important region in both speech spectrum noise and white noise, so c2 was calculated in both
noise spectra. The consonants /t,d,f/ did not have the same important region, so their c2 was
only calculated in speech spectrum noise. In speech spectrum noise, the consonants had
substantially similar values for c2 . We hypothesize that the variation (over a range of about 8
dB) is due to secondary features, and due to the variation in duration and frequency-span of the
important regions. The four consonants /s,S,z,Z/ had values of c2 which were about 7 dB larger
in white noise than in speech spectrum noise, which might result from the interaction of the
high frequency cue with lower frequency cues which are more available in white noise than
they were in speech spectrum noise.

79

5.4 Figures
1
1
0.8

1

0.4

0.6
0.5
0.4

0.2

P(correct)

0.5

0.8

0.2
0
−20

0.8
0.6
0.5
0.4

P(correct)

50%
correct

1

0.6

P(correct)

P(correct)

0.8

0.6
0.5
0.4

0.2
−10
0
−20

0
SNR [dB]
−10
0.2

0
−20

10

20

0
10
SNR [dB]
−10
0
10
SNR [dB]
0
−20
−10
0
SNR [dB]

20
20
10

20

Align in time
by oral release

St. Dev. over
utterances
Mean over
utterances

Figure 5.1: This figure illustrates how Figs. 5.2, 5.3, 5.4, and 5.5 were constructed: The SNR
at which each utterance was perceived correctly with 50% probability were calculated. The
auditory representations bk (t) were generated for each of those conditions, and those images
were time-aligned. Then the mean of each pixel (shown in Fig. 5.2) and standard deviation
(shown in Figs. 5.4 and 5.5) were calculated (over utterance) in each pixel of the combined
stack of images.
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Figure 5.2: The average of bk (t) when Pc = 50% over all utterances of /Z/. The left panel is
from the experiment in white noise, the right panel in speech spectrum noise.

0.8

0.8

0.6

0.6
Pc

1

Pc

1

0.4

0.4

0.2

0.2

0
−40

−30

−20
−10
0
20log10( bk(t) )

10

0
−40

20

(a)

−30

−20
−10
0
20log10( bk(t) )

10

20

(b)

Figure 5.3: These figures show Pc (bk (t)) for all utterances of two pixels of the AI-gram. Each
line corresponds to a different utterance. The thick circle and thick horizontal line show the
mean and standard deviation (across utterances) of bk (t) when Pc = 50%. Panel (a) shows
Pc(bk (t)) for a pixel in the affricated region of the /Z/, panel (b) for the transition between the
vowel and consonant.
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Figure 5.4: These images show the standard deviation of the Pc (bk (t)) functions across all
utterances of the consonant /Z/.
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Figure 5.5: These images show the standard deviation of the Pc (bk (t)) functions across all
utterances of several consonants. In each case the region with least variation in Pc (bk (t))
between utterances is consistent with regions thought to be important in acoustic phonetics.
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5.5 Tables
Table 5.1: Implied values for the constant c2 , based on Figs. 5.4 and 5.5.

/t/
/d/
/s/
/S/
/z/
/Z/
/f/

speech spectrum noise
0.35
0.70
0.14
0.20
0.41
0.58
0.84

84

white noise

0.58
1.19
2.03
2.89

CHAPTER 6
AUDIBILITY IN RELATION TO INTELLIGIBILITY

The relationship between the AI, error rate, and level distribution of speech implies that speech
perception depends on audibility. The follow quotes from [17] are about this subject:
When speech, which is constantly fluctuating in intensity, is reproduced at a
sufficiently low level only the occasional portions of highest intensity will be
heard, but if the level of reproduction is raised sufficiently even the portion of
lowest intensity will become audible. Thus the similarity in slope of the straight
line portions of the W curves and the speech distribution curve suggests that W is
equal to the fraction of intervals of speech in a band which can be heard. ... If W
is equal to the fraction of the time intervals that speech in a critical band can be
heard, it should be possible to derive W from the characteristics of speech and
hearing and to use Fig. 17-20 for testing this method. ... Now referring back to
Figs. 4 and 17-20 it will be appreciated that there are certain consequences that
can be tested if the hypothesis is correct that W is equal to the proportion of the
intervals of speech in a band which can be heard. These are:
(1) The computed sensation levels of the speech received in the 20 bands should
be substantially alike when these bands all have the same value of W.
(2) The computed sensation level in each band for the zero point of the twenty
delta-A curves, which are drawn down to the zero point as straight lines, should
be 6 db. This results from the shape of the speech level distribution (Fig. 4) and
the choice of the 1 percent highest intervals for expressing the sensation level of
the speech in a band.
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The authors of these quotes thought that the determining factor in speech recognition
performance was the proportion of intervals which can be heard. The phrase “can be heard” is
vague, and this section seeks to clarify its meaning by comparing psychophysical detection
behavior to speech recognition behavior. The following approach is adopted:
1. Ask humans to detect speech in noise.
2. Model their performance.
3. Locate the phonetically relevant portions of the sounds (as in Chapter 5).
4. Model detection of those phonetically relevant portions of the sounds.
5. Compare recognition probability and detection probability, as a function of the
speech-to-noise ratio.

6.1 Detection Model
The goal is to devise a model of human behavior in a particular detection task. From an
engineering standpoint, we want a system which takes the acoustic waveform and statistics of
the masking noise as input, and predicts the probability distribution of human responses. The
auditory periphery generates (probably several) time frequency representations of acoustic
signals. Therefore the first stage of the detection model will be the first time-frequency
representation of the acoustic signal generated in the auditory periphery, which is described in
Chapter 4. The unspecified part of this model is the function which combines information
across time and frequency to generate a decision variable. There is significant guidance on this
matter from literature on other detection tasks [18, 19, 83]. The model will be validated by
comparing its predictions for each experimental condition to human data in identical
conditions.
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6.2 Experimental Methods
Detection of tones and noise has been studied and modeled thoroughly [18, 19, 83], but
detection of speech has not. Noise and tones are much different from speech and their
detection models may not be applicable to speech. To relieve this concern, an experiment
analogous to those for tone and noise detection was done with speech. The following
paragraphs document the experimental procedures. The experiment1 was designed and carried
out by Nadeeka Yapa [85]; her methods are summarized here as background for the analysis in
Section 6.3. This chapter uses the data from that experiment first to model detection of speech
by humans, and then to compare detection of “acoustic cues” in speech sounds to intelligibility
of those speech sounds.
Five subjects from the University of Illinois community participated in the experiment.
Their ages ranged from 23 to 32. They performed a two-alternative forced choice task. In each
condition two noisy intervals were played, one which contained noise and the other which
contained speech mixed with noise. The subjects indicated which interval they thought
contained speech. If the subjects could not detect the speech at all, they would guess, resulting
in a 50% rate of correct responses. If the speech was very loud compared to noise, they would
get a 100% correct rate.
There were two examples of the four consonants /m,n,b,d/ for a total of eight speech tokens.
Each token was presented, in its entire duration, in six band-pass filtered conditions, and eight
noise levels for a total of 48 conditions per token. The total number of stimuli and responses in
the experiment was 48 conditions x 8 speech sounds = 384. Each subject heard each condition
twice, for a total of 10 responses to each condition. The speech materials were
consonant-vowel sounds from the “Articulation Index Corpus” published by the Linguistic
Data Consortium (Catalog #LDC2005S22). The utterances used are listed in Table 6.1.
Six band-pass filters were used, allowing us to validate our auditory model and detection
model by showing that their predictions are consistent over these conditions. The filtering
conditions are given in Table 6.2. The speech and noise were filtered with 8th-order elliptical
1 The same experiment was carried out a year earlier by Andrew Lovitt and documented in [84], and also not
published. The experiment by Yapa is used in this section because it employed a psychophysical method which
achieves greater reliability at the expense of testing time.
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filters. The noise had a somewhat larger bandwidth than the speech to guarantee that all
out-of-band speech is masked. The speech-to-noise ratios were chosen so that the resulting
detection accuracies would range from 50% (result of guessing) to 100% (no mistakes), and
were in increments of 2 dB. The speech level was chosen randomly for each presentation to
avoid the possibility that the listeners would use the level to detect speech.
Data about intelligibility is from the experiments described in Section 3.1.

6.3 Analytical Methods
Figure 6.1 shows a representation of the stimuli used. The auditory representation of speech
sk (t) is described in Section 4.1. The symbol nk (t) is the noise processed by the same auditory
model. The symbol k indicates the frequency channel and E the time average.

bk (t) =


1
log10 s2k (t)/En2k (t)
3

(6.1)

This representation is important because it is related to the AI-gram described in Section
4.2, and will help us determine the relationship between the task in this section (detection),
and the task in Chapters 4 and 5, which is phone transcription. More specifically, it will help
us (1) determine how Eqs. (2.2) and (2.3) are applied, (2) develop a more complete
interpretation of the parameter c, (3) determine whether the sounds have more contributing
features than implied by Chapter 5, and (4) determine whether the interpretation of the AI as
the proportion of “audible” intervals is plausible.
Figure 6.2 shows an example of the perceptual data collected in the speech detection
experiment. The abscissa shows the wide-band signal-to-noise ratio. The ordinate shows the
frequency with which the listener correctly identified the interval containing speech. The blue
line is empirical data. In this type of experiment, a trial for any particular condition will be
binomial distributed with the probability of observing k correct detections out of n trials

P (k) =

 
n k
p (1 − p)n−k
k

(6.2)

where p is the average probability correct, a hidden parameter. Because the each condition
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only received 10 responses, there is a significant probability that the observed proportion of
responses will be different from the underlying probability p. This parameter p is reasonably
assumed to be a monotonically increasing function of something like SNR. To improve the
accuracy of our estimate, P(SNR) is constrained to be a logistic function of SNR, i.e.,

P(SNR) =

1

(6.3)

1 + e−α (x−xo )

across all noise-level conditions. The parameters α and xo are calculated so the likelihood of
the data coming from that logistic function is maximized. About five of the 48 conditions (2
center frequencies x 3 bandwidths x 8 utterances) had very low likelihood of coming from the
most likely choice of α and xo , and those conditions were not used in the following analysis.
Three detection models are described below and evaluated using empirical data. The
detection thresholds are evaluated in terms of the accuracy of their prediction over all
conditions. The same model will be used to predict detection of the phonetically relevant parts
of speech sounds from Chapter 5.
The first model proposes that detection depends only on the peak level of bk (t) from
Eq. (6.1). The premise is that a human will hear the sound if any of the time/frequency “looks”
(terminology is borrowed from [19]) are detectable. This method seems likely to produce
unrealistically low detection thresholds, as it assumes that an instantaneous “glimpse” of
speech in just one frequency bin is sufficient for detection. According to this method, speech is
detected if D peak > θ , where θ is a threshold and

D peak =

r

max s2k (nT )/En2k
k,n



(6.4)

The second method measures the combined detectability of all looks. This would be the best
way for a machine to detect speech under the assumptions that (1) the auditory model is
correct, (2) that the noise in samples bk (nT ) of bk (t) are statistically independent (the validity
of which is addressed below), and (3) En2k (t) is a sufficient statistic for the noise. The method
can be described mathematically as
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Drs =

r

∑

s2k (nT )/En2k

k,n



(6.5)

The third method measures the average detectability of all looks at bk (t). This method
seems likely to produce unrealistically high detection thresholds, as it requires speech
evidence to be present, on average, in every pixel before speech can be detected. This method
can be described mathematically as

Drms =

r

∑
k,n


s2k (nT )/En2k /(KN)

(6.6)

The perceptual data are summarized first by fitting a logistic function to each BANDWIDTH
x CENTER

FREQUENCY

x UTTERANCE condition. The values of the various detectability

measures D peak , Drs , and Drms are calculated for each of those conditions, at the detection
threshold (which is defined to be 75% correct detection). The mean and standard deviation of
these threshold levels are also calculated. The amount of variation (as measured by the
standard deviation) indicates which measurement has the strongest relationship to perception.
The mean level will also give some idea of whether the measures are plausible, because the
relationship between the probability of detection and signal-to-noise ratio can be modeled. We
will make the following assumptions:
1. The noise is Gaussian, and has mean zero and standard deviation σ .
2. Noisy speech is Gaussian with mean µ and standard deviation σ .
3. The noise in samples from the auditory model sk (nT ) are uncorrelated.
4. The brain collects statistics about noise, calculates the maximum likelihood threshold
for detection, and assumes any interval is as likely to contain speech as to not contain
speech (i.e., they have a uniform prior probability).
Under these assumptions, the probability of correct detection given just one time-frequency
look is
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1µ
Pc = Φ
2σ
where Φ

x− µ 
σ



(6.7)

is the cumulative distribution for a normal random variable with mean µ and

standard deviation σ . The signal-to-noise ratio in decibels is 20 log10 (µ /σ ). Setting Eq. (6.7)
to 75%, the threshold signal-to-noise ratio for single-look detection is 2.6 dB. Under the
assumptions listed above, the detection information from multiple looks can be combined with

µ
D′ = =
σ

s

µi2
∑ σ2
i
i

(6.8)

which follows from the properties of independent random variables. Equation (6.8) can be
combined with Eq. (6.7) provided that the samples are independent normal random variables.
This could be interpreted to mean that the correct measurement of detection should have a
level of 2.6 dB SNR when the probability of correct detection is 75%. This figure will be
compared with the actual value of the proposed detection measurements, and the consequences
of the assumptions above will be considered.

6.4 Results
Tables 6.3, 6.4, 6.5 show the average level and standard deviation over utterances of the
detection variables described in Eqs. (6.4), (6.5), and (6.6), respectively. The figures are
provided separately for different bandwidth and center frequency conditions, to validate the
auditory model. The standard deviation between thresholds within and across bandwidth and
center frequency conditions are all around 2 dB, which means the auditory model provides
reasonably consistent results across the conditions tested. However, the variation across and
between conditions is no better for any one detection model than another, which means no
detection model can be favored over another on this basis. Further, there is roughly 2 dB of
unexplained variation in the threshold results which should be investigated.
Next the level (average) detection threshold and its implications about human neural
processes are considered. The auditory model was not designed to make each time/frequency
sample sk (nT ) statistically independent, and, as it turns out, there is significant correlation
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between adjacent time and frequency samples, which violates our assumptions. Figure 6.4
shows the degree to which pixels from adjacent frequency channels are correlated to each
other due to overlap between the filters in the auditory model, and the degree to which pixels
adjacent to each other in time are correlated to each, due to properties of linear time invariant
systems. Figure 6.3 makes a more precise statement about how much redundant information
exists in the auditory model. Figure 6.4 shows that pixels separated from each other by five
samples in time or frequency are not correlated with each other. The joint statistics of blocks
of 11x11 pixels in the auditory model were collected, and a principal component analysis was
performed. Figure 6.3 shows the percentage of variance accounted for, as a function of the
number of ranked dimensions of the space. Ninety percent of the variance is accounted for by
23 of the 121 dimensions, which in crude terms means that the auditory model has
approximately six times as many samples as are necessary to represent the data. Table 6.6
compares the three detection measures to the theoretical level of 2.6 dB for 75% correct
detection. The second column shows the average values over all conditions from Figs. 6.3, 6.4,
6.5. The third column shows the shift in the predicted threshold resulting from correlation
between neighboring pixels in the auditory model, which is 20 log10 6 = 15.6 dB. The fourth
column is the compensated value, and the fifth column is the difference with the theoretical
value of 2.6 dB.
The values appearing in the last column can tell us something about our models, and how
humans perform the speech detection task, under these assumptions.
The measure Drs at 10.5 dB is higher than the theoretical threshold of 2.6 dB when the
human probability of detection is 75%, which implies Drs has more information than a human
has when performing the task. There are several possible explanations: (1) The brain cannot or
does not combine detection information over as broad a duration or frequency as our model.
(2) The representation of the signals humans use are spectro-temporally smeared before they
are combined.
The measure D peak at 7.5 dB is higher than the theoretical threshold of 2.6 dB when the
human probability of detection is 75%, which implies D peak has more information than a
human when performing the task. This could be explained by spectro-temporal smearing
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taking place before detection.
The measure Drms at -31.2 dB is far lower than the theoretical threshold of 2.6 dB when the
human probability of detection is 75%, which means Drms has far less information than a
human when performing the task. This means that humans, not surprisingly, are combining
information across many of these time/frequency pixels to arrive at their detection metric, as
the level in any single pixel is far too low to lead to 75% correct performance.
The relative thresholds of the three metrics suggest (1) that information is combined across
time and frequency, (2) that some spectro-temporal smearing may take place, and (3) that the
brain may not have an exact record of all independent speech and noise measurements for
stimuli of the duration and bandwidth used in this experiment.
Next the detection metrics used above for the “most” phonetically relevant regions of the
consonants are calculated. The intelligibility scores for the consonants are compared to the
detection metrics described by Eqs. (6.4), (6.5), and (6.6). Figures 5.4 and 5.5 show the
regions of the sounds over which the detection metrics are calculated, outlined in red.
Figures 6.5, 6.6, and 6.7 show the probability of correct detection as a function of the
detection metrics Drs , D peak , and Drms , and also the probability that some consonants are
correctly identified as a function of those detection metrics calculated over the regions
described above, and in Chapter 5. The thin blue and red lines show intelligibility for the
consonants in speech spectrum and white noise, respectively. The thick black lines show data
for detection from the current experiment. The table to the right of the plot shows parameters
of the best fitting logistic (Eq. (6.3)) function for each consonant Pc (SNR) function. The
column labeled x0 is in decibels. The column labeled σ is the standard deviation of x0 over all
utterances and is in decibels. The column labeled α is related to average slope parameter for
the functions, from Eq. (6.3). Notice that the standard deviation of the threshold is usually
between 2 and 4 decibels. The adjustments for correlation between neighboring samples of the
auditory model output are not necessary in this case, because precisely the same discrepancy
will be present in the detection and intelligibility measurements. We will use the term
intelligibility threshold to mean the value of the detection metric at which a particular
consonant will be correctly identified with a probability of 50%. It is meant to be analogous to
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the detection threshold associated with 75% probability of correct detection, although we are
aware that there is not yet a theoretical basis to associate those two numbers, and have no
explanation of how other distinguishing features play a role in differentiating the 16
consonants.

6.5 Discussion
Figures 6.5 and 6.6 compare detection and intelligibility for the metric described by Eqs. (6.4)
and (6.5), respectively. These figures are not meant to test the models of detection; rather they
address the following questions:
1. What is the relationship between speech perception and detection. Does detectability of
the “key” feature give rise to intelligibility?
2. Are multiple cues involved?
3. Can the time/frequency signal-to-noise ratio explain all detection data in the context of
intelligibility? Or must some other means be invoked?
4. How does the size of a consonant category affect the relationship between detection for
a particular feature and the intelligibility percentage?
5. How does the duration and frequency span of the cue affect the relationship between
intelligibility and detection?
Some of the sounds have significant intelligibility before their strongest cue becomes
detectable. These sounds may have alternate cues which can be detected at a lower level, or
their intelligibility drops to the level that shows chance performance on the distinction
resolved by the feature used to calculate the detection metric. This question could be resolved
by re-plotting the intelligibility as the chance of correctly determining the distinction in
question. For example, chance performance for the features in /t/ and /d/ would be 33%
because the applicable region contains information primarily about place of articulation.
Some of the sounds have low intelligibility even when their strongest cue is detectable with
high reliability. These sounds may have cues which have low intelligibility until the detection
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metric is considerably higher than that necessary to detect the cue. This could be because
another distinction is causing the errors. For example, the cue which allows someone to
differentiate /s/ and /S/ may be present, but the cue which allows them to differentiate between
/s/ and /z/ may not yet be detectable.
Another explanation for the previous two phenomena is that the detection metrics are not
applicable to the phone transcription. Perhaps the signal-to-noise ratio is irrelevant, and the
level of the region plays an important role. This seems unlikely, however, because the
detection metric for detection is more or less equal to the average detection metric required to
reach the intelligibility threshold.
Figure 6.6 compares detection and intelligibility for the metric described by Eq. (6.6). The
intelligibility thresholds for the consonants are uniformly higher than the detection threshold.
In some cases the relevant part of the sounds should be completely detectable, while the
sounds have very low intelligibility. This is a conundrum which relates to the detection model.
The Drs model results in a detection threshold similar to the intelligibility threshold, while the
Drms model does not; probability theory indicates that the relevant detection variable is not the
average detectability over pixels, but the total detectability over pixels. Another possible
interpretation is that the relevant detection variable is the average detectability over some fixed
number of time/frequency samples rather than the entirety of the feature: perhaps the brain
combines information over 50 ms, even if the acoustic-phonetic feature has a duration of 150
or 200 ms. This explanation has the appeal that it can help explain the wide variation in
intelligibility thresholds observed for the consonants, and it can also explain the
over-estimation of the detection threshold observed in the Drs model.
In this section intelligibility and detection as a function of detectability are parametrized by
fitting logistic functions, and finding a threshold value which characterizes the various
consonants in the two tasks. In this process, a lot of data was discarded or averaged away into
a few summary statistics. It is possible that very rich data is available, which could tell us more
about the probability distributions of the relevant variables for the tasks. We were reluctant to
do this because of the relatively small amount of perceptual data available and the limited
accuracy of the response probability distributions. Furthermore, the meaning of the parameter
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α , which is related to the average steepness of the intelligibility and detectability probabilities
as a function of the detectability, was not investigated. The parameter varied over a relatively
narrow range or 0.2 to 0.4; however, it probably contains information about the structure of the
“detector” used by humans for the task.
The phonetically important regions modeled were derived using the method described in
Chapter 5. The method used would reveal the acoustic-phonetic feature most related to
intelligibility. As was observed, in some cases there was no feature correlated strongly enough
with intelligibility to be identified using those means. It seems likely that all sounds have
multiple features, some of which are related to the same category as the strongest features, and
others which are related to other categories. Knowledge of all perceptually relevant features is
needed to properly model intelligibility as a function of detection, including which categories
they modulate, and how they are combined. The current experiments have revealed only one
phonetically relevant feature (from above), and we know from literature and past experience
which category that feature modulates. Curves like the ones above could be constructed which
are based on the probability of correctly identifying a particular category distinction. More
research effort should be devoted to finding other perceptually relevant time/frequency regions,
and the categories to which they correspond.
All consonants tested had substantially different intelligibility thresholds in the two masking
noise spectra. This is a cause for concern and probably indicates that other features are
involved in determining the intelligibility which are not equally easy to identify in both noise
spectra. Any cue which is localized in high or low frequencies is in this category, as white
noise masks high frequencies much more than low frequencies, compared to speech spectrum
noise. The detection metric Drs brought the intelligibility functions closer together than did
Drms and D peak , perhaps because it is a more accurate model of the human processes.
The tables on the right in Figs. 6.5, 6.6, 6.7 provide the amount of variation in threshold x0
between utterances, which is denoted σ . These values vary widely over consonants; for
example, the variation between utterances of /Z/ is around 2.5 dB, which is small in light of the
variables present in this experiment. Other sounds have much larger variation; for example, /z/
has a variation around 7 dB. This is probably a property of the acoustics of a sound, the means
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with which they are detected, and the acoustics of their closest competitors. No explanation is
presently available for this variation between consonants.

6.6 Figures
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Figure 6.1: AI-gram of stimuli from the detection experiment.
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Figure 6.2: Probability of correct detection for a particular stimuli/condition. The
signal-to-noise ratio is shown on the abscissa, and the probability is shown on the ordinate by
the blue line. The red line is the logistic function which best fits the data in the maximum
likelihood sense.
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dimensions are required to capture 75%, 90% and 95% of information. In crude terms, the
auditory model contains about four times as many samples as needed (to capture 95% of the
information).
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Figure 6.4: Correlation between adjacent pixels across frequency (left) and time (right). Each
thin line represents a different frequency channel. The thick lines represent the average over all
channels.
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Figure 6.5: The plot shows intelligibility as a function of Drs for the regions found to be
phonetically relevant in Chapter 5, in red and blue. The red lines correspond to perceptual data
in white noise, blue lines correspond to perceptual data in speech spectrum noise. The thick
black line shows the probability of correct detection as a function of Drs according to the
model in Eq. (6.5). The table on the right shows parameters of the best fitting logistic function.
The column labeled x0 is in decibels. The column labeled σ is the standard deviation of x0
over all utterances and is also in decibels.
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Figure 6.6: The plot shows intelligibility as a function of D peak for the regions found to be
phonetically relevant in Chapter 5, in red and blue. The red lines correspond to perceptual data
in white noise, blue lines correspond to perceptual data in speech spectrum noise. The thick
black line shows the probability of correct detection as a function of D peak according to the
model in Eq. (6.4). The table on the right shows parameters of the best fitting logistic function.
The column labeled x0 is in decibels. The column labeled σ is the standard deviation of x0
over all utterances and is also in decibels.
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Figure 6.7: The plot shows intelligibility as a function of Drms for the regions found to be
phonetically relevant in Chapter 5, in red and blue. The red lines correspond to perceptual data
in white noise, blue lines correspond to perceptual data in speech spectrum noise. The thick
black line shows the probability of correct detection as a function of Drms according to the
model in Eq. (6.6). The table on the right shows parameters of the best fitting logistic function.
The column labeled x0 is in decibels. The column labeled σ is the standard deviation of x0
over all utterances and is also in decibels.
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6.7 Tables
Table 6.1: Speech sounds used in the speech detection experiment.
File name
s_f103_ma
s_m104_ma
s_f106_na
s_m116_na
s_f108_ba
s_m104_ba
s_f108_da
s_m116_da

Syllable
/ma/
/ma/
/na/
/na/
/ba/
/ba/
/da/
/da/

Table 6.2: Frequency limits of of the two bandwidth and three center frequency conditions
used in the speech detection experiment.
Low Limit (Hz)
484
549
593
745
845
912

High Limit (Hz)
872
769
712
1341
1183
1095

Center (Hz)
650
650
650
1000
1000
1000

Bandwidth (octaves)
0.85
0.49
0.26
0.85
0.49
0.26

Table 6.3: The detection variable D peak described by Eq. (6.4) when each UTTERANCE x
CONDITION resulted in 75% correct detection of speech. The rows show data for differing
bandwidth conditions, and columns for different center frequency conditions. The first number
in each cell is the value of D peak in decibels when Pc = 75%, the second number is the
variation in decibels over utterances.
BW\CF
0.263 Oct.
0.485 Oct.
0.848 Oct.

650 Hz
7.1/1.03 dB
8.6/0.84 dB
8.0/2.49 dB
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1000 Hz
6.7/1.99 dB
7.0/0.98 dB
7.5/1.80 dB

Table 6.4: The detection variable Drs described by Eq. (6.5) when each UTTERANCE x
CONDITION resulted in 75% correct detection of speech. The first number in each cell is the
value of Drs in decibels when Pc = 75%, the second number is the variation in decibels over
utterances.
BW\CF
0.263 Oct.
0.485 Oct.
0.848 Oct.

650 Hz
28.8/1.27 dB
29.2/1.65 dB
27.7/3.49 dB

1000 Hz
29.5/1.60 dB
29.0/1.51 dB
28.2/1.81 dB

Table 6.5: The detection variable Drms described by Eq. (6.6) when each UTTERANCE x
CONDITION resulted in 75% correct detection of speech. The first number in each cell is the
value of Drms in decibels when Pc = 75%, the second number is the variation in decibels over
utterances.
BW\CF
0.263 Oct.
0.485 Oct.
0.848 Oct.

650 Hz
-13.6/1.27 dB
-13.1/1.64 dB
-14.7/3.49 dB

1000 Hz
-11.5/1.60 dB
-12.0/1.51 dB
-12.8/1.81 dB

Table 6.6: The threshold for the three detection metrics Drs , D peak , and Drms compared to
theoretical expectations for the 75% correct threshold value for the “true” detection metric,
which is 2.6 dB. The average thresholds (over condition and utterances) are given in the
second column labeled “average.” The third column shows the adjustment that must be made
to compensate for correlation between adjacent pixels. The fourth column shows the
compensated values, and the fifth column shows the difference between the implied threshold
value for each of the three measurements and the expected threshold of 2.6 dB.
D′ metric
Drs
D peak
Drms

avg. (dB)
28.7
7.5
-13.0

corr. (dB)
-15.6
0
-15.6

adjusted (dB)
13.1
7.5
-28.6
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difference (with 2.6 dB)
10.5
7.5
-31.2

CHAPTER 7
COMPARISON OF RECOGNIZER STRUCTURES

The authors of [68, 86] inspire us to examine (1) existing knowledge of human speech
perception, (2) transformations of speech which simplify the relationship between acoustics
and human perceptions, and (3) use of a task which can be compared in a comprehensible way
with human behavior (phone classification). The goal of this chapter is to examine some
qualitative knowledge of human speech perception, and address questions about the structure
of the classifier humans use to perform phone transcription. Figure 7.1 illustrates the strategy
adopted here.
A great deal of descriptive knowledge exists about speech perception, including:
1. Experiments which find “cues” indicating membership to various phonetic categories by
modifying the time-frequency content of a speech signal and observing human
classifications. Many phonetic categories have been investigated in this way
[20, 21, 22], [23, 24], [25, 26], [27, 28].
2. Measurement of human classification accuracy as a function of distortion: removal of
fine spectral content, temporal modulations, representation of speech exclusively by
formants, etc. [30], [31], [32], [33].
3. Models of human behavior as a function of physical qualities of a speech
communication channel, such as noise level and filtering. These models of human
behavior are called intelligibility predictors. The most notable are the Articulation Index
[17] and Speech Transmission Index [41].
These studies have contributed greatly to speech and hearing science, audiology, and
psychology; however, they arguably have had little effect on machine speech recognition
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systems. This is likely because their knowledge describes what humans do rather than how
they do it. This study is different in that it attempts to infer something about the structure of
the human phone classifier from confusion matrices.
Systems known as intelligibility predictors were developed to aid the design of speech
communication equipment and auditoria. They are models of human performance over
parameters of a speech communication channel. The Articulation Index (AI) models the phone
error rate as a function of masking noise spectrum and channel filtering. It is described in
[17, 9], reformulated in [34, 35, 36], verified in [37, 39, 38], and standardized in [11, 40]. The
accuracy and generality of its predictions over a variety of acoustic conditions are remarkable.
The AI model of human phone error rate indicates that the most important factor affecting
human performance is the speech-to-noise ratio as a function of frequency. The AI is the
frequency-average of the transformed speech-to-noise ratio. There are numerous modifiers
which compensate for sharp filtering, high speech levels, loud maskers, or sharply band-pass
maskers, all of which evoke effects in the auditory periphery. It may be deduced from the
formulation in [9] that these effects play a relatively small role in typical listening conditions.
In fact, another formulation [17] does consider fewer of these peripheral effects presumably
because they were not seen as necessary. There is also empirical evidence that a reasonably
good prediction of intelligibility can be obtained from the simple formulation, in typical
listening conditions [44].
It seems reasonable to expect that the human brain keeps a running estimate of prevailing
noise and filtering conditions, and uses them to interpret acoustic signals, including speech.
This notion was suggested by [87], who then developed a representation of speech which
ignored the effects of slowly varying filtering and noise conditions. It is also substantiated by
[88], which showed that low frequency modulations do not affect human performance
(although there are other explanations for this result). The effectiveness of the Articulation
Index has often been thought to imply that the human brain estimates the background noise
spectrum, and only “sees” speech if it is unlikely to have come from the background noise.
French and Steinberg [17] put forth this interpretation:
When speech, which is constantly fluctuating in intensity, is reproduced at
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sufficiently low level only the occasional portions of highest intensity will be
heard. ... If W [the band-specific AI] is equal to the fraction of the time intervals
that speech in a critical band can be heard, it should be possible to derive W from
the characteristics of speech and hearing. ... It will be appreciated that there are
certain consequences that can be tested if the hypothesis is correct that W is equal
to the proportion of the intervals of speech in a band which can be heard.
They end the discussion by concluding that the speech-derived estimates of W are consistent
enough with perceptual data to endorse their hypothesis that W is proportional to the
percentage of time-intervals during which the speech signal is unlikely to have come from the
noise. They use the phrase can be heard in a way which seems synonymous with signal
detection. Also, an AI model parameter (denoted p in the [17] formulation) is specifically
related to the probability distribution of speech (the level in decibels which is higher than 99%
of speech levels), and is employed in a way which assumes speech is detectable if its level is
greater than a threshold. Two studies [43, 38] have shown that frequency-specific values for p
based on the level distribution of speech offer a better prediction of human recognition
accuracy, supporting this view.
The AI predicts average phone error rate for a large amount of phonetically balanced
speech, based on the average spectrum of speech, and information about the acoustic
conditions. The interpretation of the AI offered above is based on an average over all speech.
This chapter will attempt to determine whether this interpretation holds for classification of
individual utterances. It was shown in Chapter 3 that more frequency-specific measurements
of the AI increase the mutual information between the measurement and the prediction of
human performance. A logical extension of this result is to use an exhaustively
time/frequency-specific measurement of the AI for pattern classification, and determine
whether the results are consistent with human behavior, in comparison with alternatives.

7.0.1 Parametrization of the speech signal
The next paragraphs place this study in the context of research on machine speech recognition
and human speech perception.
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The representations discussed in this study could be viewed as an alternative representation
of speech. Standard representations of speech include the mel frequency cepstral coefficients
(MFCCs) and perceptual LPC (PLP). Davis and Mermelstein [89] demonstrated that warping
the frequency axis to a perceptually based scaled improves word discriminability. Hermansky
[90] demonstrated that an all-pole summary of the loudness spectrum (PLP) exhibits less
inter-speaker variability than the raw loudness spectrum. Optimization-based approaches have
been adopted recently, such as transforming the speech signal to maximize information content
[91], or transforming the speech signal into a form which can be represented by the parametric
distributions used by speech recognition systems [92]. None of them have supplanted the
MFCCs as the dominant representation of speech. The current study is different because it
seeks to determine whether a representation of speech in noise is more or less consistent with
human behavior, rather than deriving one more appropriate for speech recognition systems.
The representations discussed in this study could be viewed as a method for enhancing
noisy speech, and an alternative to spectral subtraction [93]. For that reason, the AI-based
representations of speech are compared to spectral subtraction.
The idea of using representations of speech inspired by the human auditory system is not
new. For example, [90] suggests a representation of speech based on human auditory tuning,
level normalization, and compression (present in the auditory system). In [94] the authors
simulate the dynamic activity of the auditory system to emulate a phenomenon called forward
masking, and show that a recognizer based on it is more robust to background noise than
conventional systems. Another representation of speech called RASTA [87], is predicated on
an assumption that the brain keeps a running estimate of noise and filtering conditions, and
uses them when recognizing speech. All systems compared in the current study use an
auditory-like representation of speech similar to PLP (described in [90]). Our intention is to
test a particular representation of speech in noise to deduce the structure used to classify
phones, rather than test the merits of auditory-like representations of speech, which are already
considered to be important.
Studies about representations of speech in noise, and models for detection of speech in noise
are especially relevant. Experiments have been done (for example in [19, 18]) which
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demonstrate that Bayes’ rule applied to the probability distribution of auditory signals can
predict human performance for some psychophysical tasks. Hant and Alwan [12] show that a
similar model also predicts discrimination of some speech sounds. This chapter is meant to
expand the domain of tasks which Bayes’ rule can explain.

7.0.2 The Articulation Index
The Articulation Index models human recognition accuracy as a function of several factors
which prevail in speech communication channels: filtering and masking by noise. Several
versions have been presented, first in [17], but most comprehensively in [9]. The version
described in [36], which accounts for filtering and masking by noise, is adopted:
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(7.1)

The symbol k indexes the adjacent and disjoint bands of the auditory spectrum. The edges
of these bands were chosen to fit empirical data. The symbols σs,k and σn,k are the speech and
noise root-mean-squared levels in the frequency band corresponding to k. The parameter
c = 10 p/20 , where p is the “difference in db between the intensity in a critical band exceeded
by 1 percent of 81 th second intervals of received speech and the long average intensity in the
same band” according to [17]. Thus c (and p) are related to the threshold which is thought to
determine which humans “hear” speech in a particular band at a particular time. The
probability of a human incorrectly identifying a phone can be computed from the Articulation
Index by

Pe = eAI
min

(7.2)

where emin is a parameter equal to approximately 0.015.

7.0.3 Hypothesis statement
The experiment described in this chapter is meant to test the hypothesis that humans’ phone
transcriptions for an acoustic waveform are based on the time-frequency signal-to-noise ratio
107

rather than the short-time spectral level: A particular time-frequency sample will affect
classification only if that sample is unlikely to have resulted from the prevailing noise level in
that spectral channel. This is a difficult proposition to test directly because many samples
interact with each other in the brain, and our perceptual experiments are not sensitive enough
to measure the effect of a single sample. Rather than attempt to directly test this hypothesis,
which in our view is ill advised, speech sounds are classified with several representations of
speech, and the results examined to see which are most consistent with human classifications.
Four representations of speech will be tested:
1. The power spectrum. Many automatic speech recognition systems employ a linear
transform of the log power spectrum (mel-frequency cepstral coefficients); therefore, the
power spectrum maybe considered analogous to those usually used in speech
recognition. These will be referred to as the STF (spectro-temporal features).
2. A representation based on the Articulation Index, which is essentially the
speech-to-noise ratio as a function of time and frequency. This will be referred to as the
AIF.
3. A thresholded version of the AIF. A particular time-frequency pixel is unity if its SNR is
greater than some threshold, and zero otherwise. These will be referred to as the
AIBINF (“BIN” for binary).
4. A version of the STF enhanced by spectral-subtraction, which is called SSF.
This study will evaluate these speech representations based on the similarity between the
mistakes they produce and the mistakes produced by humans in the same acoustic conditions.
Greater consistency between human and machine errors is interpreted to mean greater
similarity between the human recognition process and the classifier implied by a particular
representation. The recognition accuracies provided by the various feature types will be
compared, since a better performing feature type will be of interest to speech recognition
researchers.
If the AIF leads to mistakes similar to those made by humans, it will support our hypothesis
that humans estimate the prevailing noise spectrum and represent speech as an SNR spectrum
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rather than as the power spectrum of the noisy signal (as in the STF). The drop in performance
between AIF and AIBINF determines how much information is gained by using a
high-resolution representation of the signal (as in the AIF) rather than only a single bit (1 =
detected, 0 = not detected) for each time/frequency pixel. The SSF are included because the
AIF features will be of less engineering interest if they do not provide an advantage over the
simple and ubiquitous noise removal technique called spectral subtraction.

7.0.4 Synopsis
Section 7.1 describes the Articulation Index, the speech representations used to test our
hypotheses, the human speech classification experiments, the machine speech classification
experiments, and the metric used to compare results from them. Section 7.2 shows the
recognition accuracies for each experiment, the relative performance of the various feature
types, the similarity between the human and machine mistakes, and the most evident
conclusions. The final section discusses their implications for the hypothesis presented above.

7.1 Methods
7.1.1 Speech materials
The stimuli used in this study are consonant-vowel sounds from the “Articulation Index
Corpus” published by the Linguistic Data Consortium (Catalog #LDC2005S22). The
consonants [ /p, t, k, f, T, s, S, b, d, g, v, D, z, Z, m, n/ ] are paired with a vowel in all
experiments. The machine experiment uses approximately 500 examples of each consonant,
with about 50 examples of each consonant-vowel pair (for 10 vowels). The human
experiments use a smaller number of vowels (one to four, depending on the experiment), to
limit the experiment time. The average duration of the speech sounds is 500 milliseconds.
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7.1.2 Speech representations
The signal is analyzed by a filter bank consisting of 15 filters having frequency limits [155,
318, 478, 611, 772, 966, 1200, 1481, 1821, 2230, 2724, 3318, 4029, 4881, 5909, 7174] Hz.
The output of the filters are narrow-band signals unsuitable for sampling, so the envelopes of
the filter outputs are extracted by rectification and filtering (the envelope filter has a cutoff
frequency of 60 Hz [77]). The resulting envelope of the filtered speech signal for band k is
sk (t). The speech sounds are manually aligned by the oral release, and sampled from 70 ms
before to 70 ms after the release at intervals of 17.5 ms. The resulting data rate is 860
dimensions per second. Fifteen filters and nine sample times provide a 135-dimensional
representation of each speech token. The following paragraphs describe the four
representations of speech compared in this study. Figure 7.2 illustrates the four representations
of speech described below.

7.1.2.1

Baseline features

The baseline features (denoted STF) are non-whitened version the MFCCs typically used in
automatic speech recognition. They are log sk (0.0175n).

7.1.2.2

Articulation index-based features

The Articulation Index-derived features (denoted AIF) are computed from the short-time
spectra features sk (t) by

ak (t) =

E[n2k (t)] + (sk (t) − E[nk (t)])2
1
.
log10
3
E[n2k (t)]

(7.3)

The symbol E[nk (t)] is the time-average of sk (t) when the input to the system is the masking
noise without speech. The expected value of the argument of the logarithm in Eq. (7.3) is
equivalent to the argument of the logarithm of Eq. (7.1) [95] (in preparation).
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7.1.2.3

Binary AI-based features

These features (denoted AIBINF) are a thresholded version of the AIF. The value is 1 if
Eq. (7.3) is greater than 0.3, and 0 otherwise. This can be interpreted to mean that a pixel will
be labeled “1” if there is a greater than 99.9% chance that the observed energy was speech and
not noise.

7.1.2.4

Spectral subtraction features

Spectral subtraction is a technique that can be used to mitigate the effects of noise on speech
recognition.
The signal model is

|Y (ω )|2 = |S(ω )|2 + |D(ω )|2

(7.4)

where |Y (ω )| is the magnitude spectrum of the noisy speech (and ∠Y (ω ) is its phase). The
symbol |D(ω )|2 represents the known power spectrum of the noise. The symbol S(ω ) is the
spectrum of the undistorted speech signal. The known power spectrum of the noise is
subtracted from the power spectrum of the noisy speech and the enhanced noisy speech is
reconstructed using the phase of the noisy speech. The spectrum of the enhanced version is

Ŝ(ω ) = (|Y (ω )|2 − |D(ω )|2 ) 2 e j∠Y (ω )
1

(7.5)

The spectrum of the noisy speech Y (ω ) is obtained by fast Fourier transform. Processing is
done in short blocks (in this case 10 ms) so that the noisy phase signal ∠Y (ω ) will have a
smaller effect on the quality of the reconstructed speech. The enhanced speech sound is
generated from Ŝ(ω ) using the inverse FFT, and features for speech recognition are created the
same way as the STF in Section 7.1.2.1. These features are denoted SSF.
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7.1.3 Human perception experiments
Human and machine classifications are compared in white and speech spectrum noise. The
human data were collected in two experiments conducted at the University of Illinois,
described in Section 3.1. All test subjects had normal hearing and were from the University of
Illinois community. The experiment was administered by an automatic computer program
which tabulated the listeners’ classifications of the speech materials. The listeners heard the
sounds over Sennheiser HD265 headphones, generated by a “Soundblaster Live!” sound card,
inside an Acoustic System model 27930 anechoic chamber. The experiment in white noise
involved the 16 consonants paired with the vowel /A/ at [Clear, 12, 6, 0, -6, -12, -15, -18] dB
speech-to-noise ratio. The experiment in speech spectrum noise involved consonants paired
with the vowels /A, E, I, æ/ at [Clear, -2, -10, -16, -20, -22] dB speech-to-noise ratio. Response
probabilities for these experiments were calculated for each talker, consonant, vowel, and
speech-to-noise ratio condition. More details about these experiments can be found in [43, 44].

7.1.4 Automatic speech classification experiment
An asymptotically Bayes optimal pattern recognizer is used to (1) avoid assumptions about the
statistics of the features (e.g., that the dimensions are uncorrelated, or that they conform to
some parametric distribution) and (2) achieve above-chance recognition accuracy at the deeply
negative speech-to-noise ratios used in the human experiments.
The speech sounds described in Section 7.1.1 are classified by a K-nearest neighbors based
classifier (K = 9), using the four representations of speech described in Section 7.1.2. The
speech sounds were from the same corpus as in the human experiment, but involved more
examples of each consonant. The output of the classifier was a consonant label. Each
consonant was exemplified by approximately 500 utterances, with a total of 7768 token for all
consonants. Consonants were classified using 7768-fold cross validation: Each token was
classified by computing the Euclidean distance in the 135 dimensional feature space between
itself and each other token; the assigned class was the most frequently occurring class among
its K closest neighbors. Noisy versions of each sound were created, which had the same noise
level and spectrum as those used in the human experiments. Ten noise realizations were mixed
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with each token and classified to generate the response probabilities in noise, so the machine
and human response probabilities could be compared on a single-token basis.
Robustness to a variety of acoustic conditions is an outstanding quality of speech
recognition by humans. The classifier will classify the sounds with various mismatches
between the testing and training conditions to contrast the behavior of the various systems with
human behavior in this important case. The sounds will be classified in white noise at [+12,
+6, 0, -6, -12] dB SNR, and in speech spectrum noise at [+2, -4, -10, -16, -22] dB SNR. Each
possible mismatch will be tested, so there will be {4 feature types} x {2 test noise spectrum} x
{5 test SNR} x {2 training noise spectra} x {5 training SNR} = 400 conditions.

7.1.5 Comparison metric for response probabilities
A symmetrized Kullback-Liebler (KL) metric is used to compare human and machine
response probability distributions. The KL metric is a measurement of the distance between a
pair of probability distributions, which tells us how much information would be wasted by
encoding one probability distribution, by using the distribution of the other. Usefully, it has the
unit of bits (if the logarithm has base 2) and its minimum value is zero when the distributions
being compared are the same [63].
The comparison metric should be symmetric (as there is no basis on which to order the
arguments), and it should also be finite even if one probability mass function has outcomes
with zero probability and the other does not. For that reason the following adaptation of the
KL metric, which is symmetric and always finite, is a adopted.
1
D(p||q) =
2

qj
pi
∑ pi log pi /2 + qi /2 + ∑ q j log p j /2 + q j /2
i
j

!

(7.6)

where pi and qi are the classification probabilities for humans or machines, and i indexes the
response options /p,t,k,f,T,s,S,b,d,g,v,D,z,Z,m,n/.

113

7.2 Results
The results of the experiment are summarized in this section: recognition accuracy, and
similarity to human response patterns. The first is relevant to evaluating the AI-based features’
value for automatic speech recognition, and the second to our hypothesis about human speech
perception.
Figure 7.3 shows data from a subset of the conditions. Panels (a) and (d) of Figure 7.3 show
recognition accuracies for the conditions where the test noise spectrum and level match the
training noise spectrum and level. The SSF provides the best recognition accuracy in these
conditions, exceeding the recognition accuracy of the AIF and STF by a few percent. The
AIBINF has markedly lower performance in these conditions. Panels (b) and (c) of Fig. 7.3
show cases where the test and training noise spectra are different. In these cases, the AIF or
AIBINF provides the best performance at the 3-4 lowest speech-to-noise ratios, while the SSF
provides best performance at the highest 1-2 speech-to-noise ratios. Human recognition
performance is substantially greater than all the machine systems. Humans did not need to be
trained to perform well in either white noise or speech-shaped noise; human speech
recognition accuracies are plotted only in comparison to the “matched” automatic
classification experiments (subplots (a) and (b)). The recognizer correctly classified 74.7% of
the speech sounds in clear using the STF (SSF is equivalent to STF, and AIF, AIBINF are
undefined in the absence of noise), while humans achieved 90% in clear.
Table 7.1 shows recognition accuracy results for all 400 conditions in the machine
experiment. The columns indicate which noise condition was used to train the classifier, and
rows indicate which noise condition was classified. Each cell of the table contains four
numbers, which show the recognition accuracy in percentage arranged as follows:
SSF/STF
AI/AIBINF
Figure 7.4 shows which representations achieved the highest recognition accuracy in each
condition shown in Table 7.1. A red cell (with “x”) indicates that SSF had the highest
recognition accuracy, blue (with “^”) indicates AIF, and yellow (with “*”) indicates AIBINF.
The baseline features STF never had the highest recognition accuracy. The SSF usually had
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the highest recognition accuracy when the testing and training noise spectra were the same
(upper-left and lower-right quadrants), although the AIF and AIBINF were often better in
cases where there was a large mismatch in noise level. The AIF or AIBINF usually had a
much larger advantage when they were best, than did SSF or STF.
Table 7.2 compares human and machine error patterns for each condition using the metric
describe in Section 7.1.5. Figure 7.5 shows which representation has the smallest distance to
human error patterns. The STF usually has the smallest distance (most similar) to human error
patterns when the testing/training data were matched; however, in mismatched cases the AIF
or AIBINF usually has the smallest distance.

7.3 Discussion
7.3.1 Review of hypotheses
Humans do not suffer from train-test mismatch in speech classification problems, but
machines do. An automatic classifier using AI-based features suffers less than a classifier
using spectral subtraction: its classification accuracy is higher, and its confusion matrices more
closely resemble the confusion matrices produced by human subjects (lower symmetrized KL
divergence).
Classification accuracy and KL divergence are correlated in only two respects: they are
degraded by train-test mismatch, and the degradation is usually reduced by use of AIF or
AIBINF. In many cases, classification accuracy is a poor predictor of KL divergence and visa
versa.

7.3.2 Value for engineering problems
The AI-based features were not far from the performance of SSF in matched cases, and
exceeded the performance of SSF in mismatched cases. Automatic speech recognizers are
often brittle to changes in acoustic conditions, making a representation that is robust to such
changes valuable. The feature types tested here are not yet well suited for a practical
recognizer because dimensions of the feature space will be correlated. We also have not
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provided a means to estimate the noise level, or investigated how the brain measures the noise
spectrum, although such methods are available [96, 97].
The AIBINF features performed best in some conditions, and never much worse than the
best-performing features, even though their data rate is a small fraction of the data rate of the
other feature-types tested. This could be useful in that it would greatly reduce the training data
requirements, and simplify the acoustic model, as each state emission probability distribution
is now (multivariate) Bernoulli rather than multivariate Gaussian.

7.3.3 Limitations
There are some issues with the experiment which bear mentioning. The K-nearest neighbors
recognizer was used because it is asymptotically Bayes optimal with number of training
examples. However, the number of training examples used in this experiment is finite, so the
relative performance of the four systems tested might be different if there were more training
data. The parametrization of speech will also affect the relative performance of each response
alternative. Another smaller experiment was conducted to relieve these concerns. It involved
recognizing three categories, using three different classifiers: K-nearest neighbors, multi-layer
perceptron, and Gaussian PDF. The stop consonants /p,t,k,b,d,g/ were categorized by place of
articulation [ bilabial, alveolar, velar ]. The speech sounds were represented only by the
spectrum of the release burst for the stop consonants (15 spectral slices x 2 time slices), rather
than by the 135 dimensions used in the primary experiment. The relative classification
accuracy of the AIF and STF were roughly the same as in the primary experiment, and the
performances of the three classifier systems were also roughly the same. The similarity of
performance between three types of classifiers, and the consistency of results with the first
experiment relieve our concern that the result in the first experiment is a fluke (see Fig. 7.3).
It was suggested in one of the original papers about the Articulation Index [9] that the
human behavior for some speech sounds is best modeled by a function of the speech-to-noise
ratio (denoted R-M) while some other sounds are better modeled by a function of the speech
spectrum (denoted R):
There have been two points of view advanced as to how an observer interprets the
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speech sounds in the presence of a noise. The first point of view assumes that the
relative position of the speech components with respect to the threshold in the
noise determines the factor F in Eq. (19). According to this point of view the
effective response has been lowered by the threshold shift M due to the noise, so
that the quantity R-M takes the place of R in determining the factor F. The second
point of view, which was taken by one of the present authors in an earlier
formulation of this theory, assumes that the level of the speech components with
respect to each other is the principle influence in determining F.
The articulation tests indicate that some of the sounds of speech act in accordance
with the first assumption, while the other sounds follow the second assumption.
The experiment described in this paper does not attempt to test the statement in [9], so the
effect they describe may cloud our result. If their hypothesis is correct, better recognition
accuracy (and similarity to human error patterns) could be achieved by recognizing each
consonant (or sub-phone unit) with the most appropriate feature-type (AIF or STF). However,
we do not have a priori knowledge of which system to use on each consonant, and some
hard-to-justify choices would have to be made about how to combine information from each of
the recognizer systems.

7.3.4 Unanticipated results
In this section several unexpected outcomes of the experiment are discussed.
• The AIBINF never performed much worse than AIF, even though each pixel was
represented by 1 bit rather than a real number. This might be more of a statement about
the statistics of the signal than about the structure of human speech perception, although
it seems reasonable to assume that the human classifier learns about the statistics of
speech signals. It may be the case that the statistics for the relative amplitude of speech
signals can vary widely, and thus the amplitude does not contribute much information.
This may explain why the baseline recognizer achieved vastly better performance when
the features were log sk (0.0175n), rather than sk (0.0175n), which compresses the
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magnitude of the distance between feature vectors for each utterance, when the
magnitude of the distance is not relevant for classification.
• AI-based features do better in general when the speech-to-noise ratio is lower. This
could be because the slope of the function which transforms the pixel-specific SNR is
small when the speech and noise are of similar magnitude, which means the variance of
the noise in that pixel and its contribution to the magnitude of noise vector in the feature
space will be smaller.
• It is common knowledge that white noise is more disruptive to intelligibility than speech
spectrum noise, as is demonstrated in our human and machine experiments: Humans
had much higher recognition accuracy in speech spectrum noise of the same wide-band
speech-to-noise ratio (e.g., humans correctly classified 89% of consonants in +12 dB
SNR white noise, and 88% of consonants in -2 dB speech spectrum noise). All four
systems had higher recognition accuracy in speech spectrum noise than white noise for
the same SNR. However, the AI-based features seemed to perform better in speech
spectrum noise relative to non-AI-based features. It may be that the cues for consonants
at high frequencies are more appropriately represented by AI-based features, and cues at
low frequencies by the STF, as cues at high frequencies are far more available in speech
spectrum noise. This explanation is consistent with the the quote from [9] in Section
7.3.3.

7.4 Conclusions
Speech sounds were classified with several representations of speech meant to help us
determine which representation is more consistent with human behavior.
The AI-based representations performed better and had error patterns more consistent with
humans in cases where the testing and training noise spectra or levels were mismatched. This
property could be valuable in a practical recognizer because robustness to changes in
conditions is a major problem in speech recognition.
A thresholded version of the AI-based features did surprisingly well, and may indicate that
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precise representation of the spectrum level is not particularly relevant for the task.

7.5 Figures and Tables
speech signal

Auditory
Periphery

model representations
of speech in noise

masking noise

Universal
Learner

Auditory
Periphery

Pmodel (heard|spoken)
D(Pmodel ||Phuman )

+

Human

Phuman (heard|spoken)

Figure 7.1: Illustration of the scheme suggested in this chapter. We have chosen to view
human phone transcription as a system which first transforms the speech signal, and then
classifies it with a learning machine which can represent any mapping. Under this assumption,
similarity to human classifications will be compared and used to determine which
representation of speech in noise is functionally more similar to humans.

STF

noisy speech
noisy speech

+−

SSF
noise statistics
noisy speech

AIF
noise statistics

threshold

noisy speech

AIBINF
noise statistics

Figure 7.2: The four representations of speech tested in this study. The label “noisy speech”
refers to the processed noisy speech sk (t) proceeding from the auditory model. The label
“noise statistics” refers to knowledge of the expected value or expected squared of noise in a
particular channel k.
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(b) Trained in speech spectrum noise, tested in white
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(a) Trained and tested in white noise.
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(c) Trained in white noise, tested in speech spectrum
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(d) Trained and tested in speech spectrum noise.

Figure 7.3: The recognition accuracies for the four systems tested in the machine experiment,
and the human experiment. The upper-left and lower-right plots show the case where the
testing and training noise spectra are same. The upper right and lower-left plots show cases
where the testing and training noise spectra are mismatched. In the same-noise spectra
conditions, the recognition accuracies are approximately equal, with a slight advantage for the
SSF. In the mismatched conditions, the AIF or AIBINF has an advantage.
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Figure 7.4: Graphical representation of the data in Table 7.1 showing which system had the
highest recognition accuracy in each testing/training condition. A cell is red (with “x”) if SSF
had the highest recognition accuracy, blue (with “^”) if AIF had the highest accuracy, and
yellow (with “*”) if AIBINF had the highest accuracy. The baseline features STF never had
the highest recognition accuracy.
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Figure 7.5: Graphical representation of the data in Table 7.2 showing which system had the
smallest KL-metric from human behavior in each testing/training condition. A cell is red (with
“x”) if SSF had the lowest KL-metric, green (with “o”) if STF had the lowest KL-metric, blue
(with “^”) if AIF had the lowest KL-metric, and yellow (with “*”) if AIBINF had the lowest
KL-metric.
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Table 7.1: Recognition accuracies from the machine experiment. Each cell shows the results for a particular (testing noise spectrum and SNR) x
(training noise spectrum and SNR) condition. Each cell contains four numbers, which correspond to each of the four feature types. Upper-left is
SSF, upper-right is STF, lower-left is AIF, lower-right is AIBINF.

Test SNR
12
6
0
122

-6
-12
2
-4
-10
-16
-22

12
65/62
61/57
58/54
52/49
43/35
33/33
25/18
18/12
11/9
14/11
44/33
32/36
41/31
31/30
33/26
32/25
22/17
25/20
14/12
26/23

6
53/46
40/44
59/55
53/52
52/45
43/44
31/24
24/22
15/11
17/15
32/23
26/29
32/22
28/31
29/24
29/28
24/17
25/23
16/11
26/24

0
24/16
15/21
43/34
31/35
52/47
46/42
41/34
34/33
19/15
21/19
22/16
19/20
23/17
24/24
23/17
25/25
21/14
21/20
15/11
23/21

-6
9/8
3/7
13/11
11/16
30/23
22/24
42/38
38/31
28/23
27/24
13/10
12/15
16/11
19/19
16/11
22/23
13/9
19/17
12/10
18/17

Train SNR
-12
2
6/6
46/35
4/4
33/37
7/7
45/36
4/6
37/36
9/8
37/26
9/8
37/35
18/15 22/14
16/15 28/22
27/24
10/7
27/20 21/16
9/8
66/63
6/7
64/59
10/9
60/55
10/10 55/50
10/8
44/38
17/17 37/34
8/6
28/22
19/16 29/21
8/7
17/14
15/12 20/19

-4
28/19
23/31
30/21
29/37
31/22
35/39
21/13
34/34
11/7
27/22
52/46
42/45
61/57
58/55
52/47
49/46
35/28
35/29
21/17
23/24

-10
15/10
15/19
16/13
20/25
17/12
23/27
16/11
31/30
10/8
31/26
22/17
18/20
40/33
32/34
53/50
50/44
40/37
42/35
25/22
29/27

-16
9/9
9/9
10/9
11/11
10/8
17/12
9/8
19/17
9/9
24/19
10/9
9/10
14/11
13/15
26/22
22/21
40/38
39/28
29/27
33/24

-22
8/7
7/6
8/8
8/7
8/7
11/9
7/7
15/14
7/7
17/15
7/7
7/7
8/8
8/9
9/8
9/11
17/15
17/15
25/23
25/16

Table 7.2: This table shows the KL-metric between classifications, and human classifications in the same test condition. Each cell shows the results
for a particular testing/training noise spectrum/SNR condition. Each cell contains four numbers, which are for each of the four feature types.
Upper-left is SSF, upper-right is STF, lower-left is AIF, lower-right is AIBINF.

Test SNR
12
6
0
123

-6
-12
-2
-10
-16
-22

12
.12/.13
.14/.17
.16/.20
.25/.23
.39/.49
.52/.40
.62/.67
.76/.64
.64/.65
.78/.77
.41/.52
.55/.40
.54/.59
.65/.52
.56/.52
.81/.77
.60/.51
.86/.87

6
.16/.19
.20/.25
.12/.14
.15/.17
.18/.23
.27/.24
.45/.48
.53/.42
.59/.61
.70/.60
.38/.49
.40/.34
.52/.57
.61/.44
.49/.49
.61/.60
.45/.44
.74/.74

0
.27/.34
.36/.42
.17/.21
.22/.23
.12/.14
.15/.18
.19/.24
.27/.26
.45/.48
.56/.44
.38/.48
.33/.31
.53/.61
.47/.38
.51/.53
.58/.58
.46/.48
.66/.66

-6
.45/.54
.55/.70
.34/.41
.41/.47
.19/.24
.23/.24
.12/.12
.13/.19
.20/.23
.25/.26
.49/.61
.38/.40
.49/.61
.29/.31
.59/.65
.49/.52
.52/.55
.58/.64

Train SNR
-12
2
.68/.75 .31/.43
.66/.72 .38/.36
.57/.65 .42/.51
.55/.62 .43/.38
.41/.48 .47/.56
.41/.47 .49/.46
.21/.24 .53/.61
.23/.28 .58/.54
.11/.11 .54/.56
.13/.20 .76/.73
.66/.74 .15/.17
.47/.55 .19/.20
.57/.64 .43/.52
.29/.32 .59/.48
.57/.59 .57/.61
.27/.43 .71/.67
.59/.62 .70/.68
.50/.69 .82/.82

-4
.31/.41
.40/.43
.41/.53
.37/.36
.47/.56
.39/.39
.50/.58
.39/.42
.54/.59
.54/.53
.12/.14
.13/.15
.18/.24
.25/.25
.45/.48
.58/.60
.63/.62
.78/.76

-10
.38/.47
.39/.51
.41/.48
.37/.42
.49/.57
.34/.35
.49/.61
.34/.34
.52/.60
.33/.34
.22/.25
.24/.25
.09/.10
.10/.14
.23/.27
.31/.39
.53/.53
.70/.71

-16
.52/.61
.50/.54
.48/.60
.47/.47
.49/.61
.45/.47
.59/.71
.40/.45
.65/.72
.29/.33
.39/.46
.38/.44
.17/.20
.17/.21
.09/.09
.09/.19
.31/.35
.43/.61

-22
.68/.74
.50/.58
.61/.73
.47/.51
.61/.72
.43/.46
.60/.66
.39/.39
.68/.64
.33/.33
.58/.63
.53/.58
.36/.40
.30/.34
.17/.18
.14/.27
.12/.13
.15/.55

Table 7.3: Summary of results from a smaller classification experiment, the purpose of which
was to demonstrate that the results of the larger experiment in this chapter were not an artifact
of the classifier used. Each cell shows the difference Pc (AIF) − Pc(ST F) averaged over three
classifiers (which were MLP, Gaussian PDF-based, and K-nearest neighbors). The second
number in each cell (right of “/”) shows the standard deviation over the three classifiers. In all
cases the standard deviation over classifiers is relatively small. In the matched cases, the
difference between AIF and STF performance is not significant, and in the mismatched case it
is a result consistent with the larger experiment discussed in this chapter.
SNR
Matched
Unmatched

High
1.4 / 3.3 %
8.4 / 2.0 %

Mid
7.6 / 9.5 %
11.2 / 2.8 %
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Low
2.5 / 3.8 %
11.1 / 1.7 %

CHAPTER 8
SOURCES OF RESPONSE ENTROPY IN HUMANS

This chapter studies a property of talkers and listeners in a class of speech perception
experiments, specifically the type described by [43, 44]. The property of interest is the relative
amount of variability in responses caused by differences between talkers, differences between
listeners, and neural or acoustic noise. Those two experiments measured consonant confusions
in noise. The set of conditions used in those experiments were a selection of consonant-vowel
syllables, spoken by several people, at several signal-to-noise ratios (SNRs). The listeners
heard each CONSONANT x SNR x TALKER combination once and identified each sound as one
of the items in the response set. While this chapter will intentionally use the same
experimental paradigm, procedure, speech materials, and (to the extent possible) listeners as
[43, 44], we suggest that the results will generalize to any experiment with a similar paradigm
and similarly homogeneous group of talkers and listeners. The conclusions of this chapter
could be important for any speech perception experiment where multiple listeners identify
speech sounds spoken by multiple talkers, then compute average response probabilities over
talkers or listeners. Some examples of this type of experiment are [47], [39], [51], [43], and
[44] to name a few.
Figure 8.1 illustrates two outcomes of a hypothetical speech perception experiment which
have distinct interpretations of some importance, but which cannot be separated if only
listener-average and/or talker-average response probabilities are measured. Panel (c) in this
figure shows the hypothetical listener-average response probability for some condition in a
speech perception experiment (with six listeners and four response alternatives). Panels (a) and
(b) show hypothetical individual listener response probabilities. Panel (a) shows a case where
each listener has roughly the same response probability. Panel (b) shows a case in which each
listener responds unambiguously to the stimulus, but with a response that differs from the
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responses of other listeners. The individual listeners’ response probabilities shown in panels
(a) and (b) both give rise to the listener-average probability shown in panel (c). If each listener
hears each stimulus only once, as in the experiments mentioned above, it is impossible to
know whether panel (a) or panel (b) better characterizes what people hear.
Experiments of this type have been done on hearing impaired listeners, for example by
[98, 99]. It is well known that performance and confusions by hearing impaired listeners vary
substantially. The variation has been attributed to the wide variety of hearing deficits exhibited
by hearing impaired people, although it is impossible to determine the nature of individual
differences between normal hearing people from the behavior of hearing impaired people.
This type of experiment has been done before on normal hearing listeners, but not in an
experimental paradigm that makes it comparable to the experiments described in this
dissertation. The authors of [100] wanted to determine whether perceptual expectations and
production habits for vowels are related. In order to determine the origin of the effect, they had
to present each condition several times, which represents another attempt to examine
individual differences by asking each test subject to respond to each condition several times.
The results in this chapter examine the contribution of individual differences to consonant
confusions, rather than their contribution to a vowel frequency scaling task which is not
applicable to the data used in this document.
The experiment described in this chapter could also be viewed as an analysis of sources of
variation in speech perception experiments. Some sources of variation (causing listener
responses to be probabilistic rather than deterministic) are differences in pronunciation
between talkers, differences in listeners’ expectations about speech sounds (stemming for
example from differing linguistic background), acoustic noise, perceptual neural noise, and
neural noise involved in production. The current experiment separates talker variation, from
listener variation, from the effects of acoustic and/or neural noise.
Information about how trade-offs between the number of listeners (or talkers) and the
number of presentations (of each condition) per listener (or talker) affect average response
probabilities would be helpful for the design of experiments. If N listeners hearing each
condition once would yield the same listener-average response probability as a single listener
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hearing each condition N times, the experimenter would have freedom to adjust the number of
listeners in order to limit the number of presentations per listener (and keep the testing time
reasonable).
The distinction schematized in Fig. 8.1 also has implications for automatic speech
recognition, especially for methods that attempt to explicitly model human perceptual
response patterns. One such strategy would be to build a pattern recognizer and train it to have
human-like response probabilities, as illustrated in Fig. 8.2. Knowledge about sources of
variation would be crucial for the design of such a pattern recognizer: If there were a
substantial difference between the average response probabilities for many humans and the
response probabilities for any particular human, then a different pattern recognizer would have
to be constructed for each person. This will certainly be the case for a collection of people
with widely varying linguistic backgrounds. Conversely, if different listeners make the same
mistakes in response to a particular stimulus, then the pattern recognizer can be trained to
produce the average response of many humans. It would also tell us something about “how” it
should make mistakes as a function of noise level. If humans always make the same mistake
(given a particular condition, such as noise), then the pattern recognizer should always make
the same mistake; likewise, if humans make a variety of mistakes, so should the pattern
recognizer. Some pattern recognition structures have this behavior and other do not. The
outcome of this experiment will help select an appropriate pattern recognition structure for the
strategy illustrated in Fig. 8.2.

8.1 Hypotheses and Corresponding Criteria
The experiment1 described here tests the effect of response probability differences between
talkers and between listeners. Response probabilities of several listeners to several talkers are
recorded individually, which is accomplished by presenting each listener with each TALKER x
CONSONANT

x SNR condition 10 times. The type of data resulting are illustrated in panels (a)

and (b) of Fig. 8.1. Two hypotheses are put forth:
1 This

experiment was conducted by Andrew Lovitt in January of 2006. The resulting data had not be published
or analyzed at the time this dissertation was written.
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1. Differences between listeners cause the variation seen in listener-average responses. If
one listener hears the same condition repeatedly, he or she will always report hearing the
same sound. The probabilistic nature of experimental results occurs because the
responses of many listeners, each with different perceptual mappings, are averaged
together. This hypothesis is illustrated by panel (b) of Fig. 8.1.
2. Differences in what listeners hear from one moment (or presentation) to the next cause
the variation seen in listener-average response probabilities. The probability distribution
of a single listener’s response is not substantially different from that of the average
response of many listeners. This hypothesis is illustrated by panel (a) of Fig. 8.1.
It seems likely that the best description of the result will lie somewhere between hypotheses
(1) and (2). Experiments described here quantify the extent to which each statement is true in a
way helpful for designing experiments and understanding human speech perception.
The experimental task will involve identification of nonsense (“maximum entropy” [36])
phones, for two reasons: (1) This chapter is meant specifically to aid in the interpretation of
two other experiments [43, 44] which use “maximum entropy” speech sounds for test material,
in a closed set paradigm (i.e., the listener chooses which speech sound he or she heard from a
list of 16 choices); therefore, it should use the same test paradigm. (2) A closed response set of
maximum entropy speech sounds permits the use of tools from information theory, which have
meaningful interpretations in the context of speech perception, to measure variation.
One such tool is called Entropy. The result of each test condition in the experiment
described below is a probability mass function Pj for listener responses, where j is an index
into the response set [/p,t,k,f,T,s,S,b,d,g,v,D,z,Z,m,n/]. The entropy of this probability mass
function is H = − ∑ Pj log2 Pj . It has the unit bits (when the logarithm is base 2), and can be
interpreted as the average number of yes-no questions required to determine the listener’s
response. An entropy of 0 bits indicates that the listener always gave the same response, and 4
bits (with 16 response alternatives) that the listener gains no knowledge by hearing the stimuli,
and is guessing randomly. Higher entropy indicates more variation in the listener’s responses,
lower entropy indicates more certainty. Low entropy indicates that the listener is certain of his
or her response, but says nothing about whether or not he or she is correct; it is possible to be
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perfectly consistent (entropy of responses is 0 bits) but perfectly incorrect (0% correct
classifications). A review of information theory, and all relevant versions of entropy and their
properties can be found in [63].
The relative sizes of various entropies quantify the extent to which hypotheses (1) and (2)
are true. The average entropy for a single listener and the entropy for the average response of
all listeners are computed. The previous quantity is always smaller, as conditioning (on a
particular listener) cannot increase entropy. The difference between the two quantities is the
additional entropy added by using multiple listeners and averaging their responses together. If
the difference between those two entropies is large, the majority of the entropy (and variation)
in listener responses is caused by differences between listeners, endorsing hypothesis (1). If
the difference between those entropies is small, the majority of entropy results from individual
listeners, presumably due to acoustic noise and/or “neural” noise, endorsing hypothesis (2).
The exact difference between these two entropies is computed as a function of consonant and
SNR in Section 3.3.
These tests can be applied to the hypothetical experimental data in panels (a) and (b) of
Fig. 8.1. For panel (a), the entropy for any single listener is Hx [bits]. For panel (b) the entropy
for any single listener is 0 bits. The probability distribution for the responses averaged over all
listeners is shown in panel (c), and its entropy is also Hx . In the case of panel (a), the
difference between the entropy of the average response and the average entropy for a single
listener is Hx − Hx = 0. In the case of panel (b), that difference is Hx − 0 = Hx . This difference
is called the entropy conditioned on the listener, and can be interpreted as the amount of
information in bits available about the response probabilities, given knowledge of the listener.
As would be expected, the entropy conditioned on the listener is 0 bits when all listeners have
the same response probabilities and Hx when each listener always chooses the same answer.
The logarithm is a concave function, so the minimum possible value the difference in entropy
between the entropies between panels (a) or (b) with (c) is 0 bits. The maximum possible value
is Hx , achieved when each listener individually exhibits no response uncertainty (as in
Fig. 8.1(b)).
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Similar analysis can be performed on the variability caused by differences between talkers.
All arguments and computations are the same, except that probabilities are conditioned on
talker rather than listener. Computations for the analysis by talker and listener are given in
Section 8.3.

8.2 Methods
8.2.1 Subjects
Eleven subjects were drawn from the University of Illinois community to participate in this
experiment. Ten of them were between the ages of 19 and 25 years, and the remaining person
was 61 years old. Five of the subjects were male, six female. All subjects reported their accent
as “Midwest” or “none,” and that they learned English before any other language, and all
subjects but one reported a birthplace in the state of Illinois; the remaining person did not
report their birthplace. All subjects reported normal hearing.

8.2.2 Stimuli
The stimuli were consonants followed by the vowel /A/ from the “Articulation Index Corpus”
published by the Linguistic Data Consortium (Catalog #LDC2005S22). The stimuli were
prepared and mixed with spectrally white noise using the method described in [44], and were
presented at [-6, 0, 6] dB SNR (as defined in [44]). Table 8.1 shows which speakers (as labeled
in the “Articulation Index” corpus) spoke each consonant-vowel combination. Table 8.2 shows
the geographical origin of the speakers.

8.2.3 Apparatus
The experiment took place inside an acoustically isolated chamber (Acoustic Systems model
27930). The stimuli were presented by a “Soundblaster Live!” sound card over Sennheiser
HD280 headphones. The experiment was administered by an interactive computer program,
which tabulated the listeners’ responses.
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8.2.4 Procedure
The total number of stimulus presentations per listener was (16 consonants) x (number of
utterances per consonant, i.e., 1 to 3) x (3 SNRs per utterance) x (10 presentations per
stimulus). Each talker spoke each consonant-vowel pair once. The number of utterances per
consonant is equal to the number of talkers who spoke that consonant, and is shown in Table
8.1. Each utterance-SNR stimulus was presented to each subject 10 times. The total number of
presentations per subject was 1 880, although the conditions described here and used in this
study only comprise 930. The stimuli were presented in blocks of 188 in random order.
Subjects were typically able to complete the test in three or four hours. The subjects were
asked to complete at least one “practice set” and encouraged to do as many as necessary to
become comfortable with the test paradigm, and the mapping between sounds and symbols.

8.3 Results
The experiment described in Section 8.2 results in the following data:

Pj|iklt = Pr(response = j|consonant = i, SNR = k, listener = l, talker = t)

(8.1)

where i, j are indexes into the response set {/p,t,k,f,T,s,S,b,d,g,v,D,z,Z,m,n/}. The symbol k is an
index into the set of signal-to-noise ratios { -6, 0, 6}. And l,t are indexes into the list of
listeners and talkers, respectively. The | symbol indicates that the probability Pj|iklt is
conditioned on the consonant stimuli spoken, the talker, the listener, and the signal-to-noise
ratio. The quantity Pj|iklt = N j /N for a particular condition i, k, l,t where N j is the number of
times listener l identified the stimulus as the consonant corresponding to j, and N is the total
number of presentations for each condition. The number of presentations N is 10 for most
conditions, but sometimes varies between 9 and 11 because of “user errors” and consequent
restarting of the test program. Equations below describe computations performed for each SNR
x CONSONANT combination. Consonant and SNR indecies are omitted for brevity.
First, the effect of differences between listeners and their contribution to the total entropy
are examined. The entropy of responses by a particular listener, Hl , is given by
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1
T

Pj|l =

∑ Pj|lt

(8.2)

t

Hl = − ∑ Pj|l log2 Pj|l

(8.3)

j

This quantity Pj|l is analogous to the “listener” rows in panels (a) or (b) of Fig. 8.1, and Hl is
their entropy.
The average entropy of individual listeners is

HLA =

1
Hl
L∑
l

(8.4)

where the subscript LA is for “listener average.” By contrast, the entropy of the “average
listener,” HAL is
1
Pj|l
L∑
l

Pj =

HAL = − ∑ Pj log2 Pj

(8.5)

(8.6)

j

The quantity Pj is analogous to panel (c) in Fig. 8.1, and its entropy is HAL (the subscript AL
for “average listener”). Figure 8.3 shows the entropies HLA , HAL , and HLA − HAL as a function
of stimulus consonant and signal-to-noise ratio.
Next, the effects of differences between talkers, and their contribution to the total entropy
are examined. The analysis proceeds exactly the same as it did for listeners. The entropy of
listener response to the productions of a particular talker, Ht , is

Pj|t =

1
Pj|lt
L∑
l

Ht = − ∑ Pj|t log2 Pj|t
j

The average entropy in response to individual talkers is
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(8.7)

(8.8)

HTA =

1
T

∑ Ht

(8.9)

t

where the subscript TA is for “talker average.” The average probability mass function over
talkers is

Pj =

1
T

∑ Pj|t

(8.10)

t

and the entropy of responses to the average talker is

HAT = − ∑ Pj log2 Pj

(8.11)

j

which is equal to HAL .
The quantity Pj is analogous to panel (c) in Fig. 8.1, and its entropy is HAT (the subscript AT
for “average talker”). Figure 8.4 shows the entropies HTA , HAT , and HTA − HAT as a function of
stimulus consonant and signal-to-noise ratio. The consonants /p,d,z,Z,m/ were spoken by only
one talker (as shown in Table 8.1), prohibiting analysis by talker, and are not shown in Fig. 8.4.

8.4 Discussion
8.4.1 Interpretation of results
The listener-average HLA entropy, average-listener entropy HAL , and their differences are
shown in Fig. 8.3 as a function of consonant and SNR. Most of the total response entropy is
generated in listeners’ responses, and little more is added if listener responses are averaged
together (HLA − HAL is small); this conclusion holds for all SNRs and all consonants. The
consonant-average response entropies as a function of signal-to-noise ratio were [1.04, 1.55,
1.93] bits at [6, 0, -6] dB SNR, respectively. Listener-average entropies, averaged across all
consonants, were only [0.26, 0.37, 0.51] bits larger than the entropy of the average listener.
Thus the talker and listener average response probabilities from the speech perception
experiments described by [43, 44] (and similar experiments) would have been little different if
the number of listeners had been increased or decreased.
133

The talker-average entropy HTA , average-talker entropy HAT , and their difference are shown
in Fig. 8.4 as a function of consonant and SNR. It is concluded that most of the total response
entropy is generated in each talker’s response and little more is added if talker responses are
averaged together; this conclusion holds for all SNRs and all consonants. The average (across
consonant) response entropies as a function of signal-to-noise ratio were [0.98, 1.44, 1.80] at
[6, 0, -6] dB SNR respectively. The entropy of average responses for the (two or three) talkers
for each consonant are only [0.27, 0.35, 0.29] larger than the entropy of the average talker.
This could be interpreted to mean that the talker and listener average response probabilities
from the speech perception experiments described by [43, 44] would have been little different
if the number of talkers had been increased or decreased.
This knowledge can be applied to the problem of designing a pattern recognizer with
human-like behavior: (1) A pattern recognizer meant to mimic human behavior can be trained
to produce the average response of many humans, rather than the response of a particular
human, and (2) it should be sensitive to noise in the sense that noise should cause it to make a
variety of different mistakes (for a particular condition), rather than producing the same
mistake each time.

8.4.2 Observations
Some sounds are more difficult to classify (they have higher error rate, and higher response
PMF entropies, at a particular SNR) than others. The sounds can be subjectively grouped into
/f,T,s,b,v,D,z/, which are harder to classify, and /p,t,k,S,d,g,Z,m,n/, which are easier presumably
because of a more subtle distinction between them and other sounds in the response set. The
difference in entropy between the more and less difficult sounds is less pronounced at low
signal-to-noise ratio, implying that increasing noise levels hurt the easy sounds a lot, while
making the difficult sounds only a little more difficult to identify.
Figure 8.3 shows that the entropy conditioned on the listener, HLA − HAL, is also roughly
proportional to the entropy of the consonants. The hard consonants have a higher conditional
entropy than easy consonants. This could be interpreted to mean that sounds which are more
difficult to identify bring out differences between listeners. Figure 8.4 supports the same
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conclusion about talkers: difficult sounds bring out differences in pronunciation between
talkers.

8.4.3 Other factors contributing to the response entropy
There are other sources of entropy in listeners’ responses, which are illustrated in Fig. 8.5.
• µ p symbolizes the variation that comes from differences in how different speakers
produce sounds. This source of entropy could be measured by asking a multitude of
talkers to say the same sound, measuring the response probabilities, and then comparing
the talkers’ individual entropy to the group-average entropy. This was done by the
experiment in Section 8.2, the results of which are discussed in Section 8.3.
• σ p symbolizes the variation in how a sound is produced by a single speaker from one
utterance to the next, presumably due to neural noise. This source of entropy could be
measured by collecting the response probabilities of many utterances of a speech sound
by a given talker, and comparing the utterances’ individual response entropies to the
group-average response entropy. The “Articulation Index” corpus, used in the current
experiment, has only one utterance per talker, per consonant-vowel combination,
preventing this type of analysis.
• σn symbolizes the variation caused by noise in the acoustic channel. This source of
entropy could be measured by mixing an utterance with many different acoustic noises
(possibly different samples of a noise process with a fixed power spectral density) and
comparing the response entropy from a single noise sample to the group average
entropy. The current experiment created a new noise sample path for each presentation,
which means the response entropy originating from acoustic noise cannot be separated
from the entropy originating from µ p described above or σr described below.
• µr symbolizes variation caused by differences in the phone classification functions used
by different listeners. This source of entropy could be measured by asking a multitude
of listeners to identify the same sound, and then measuring the entropy of their

135

individual responses versus their group response. This was was done by the experiment
in Section 8.2 and analysis in Section 8.3.
• σr symbolizes variation in listener responses arising from neural noise in speech
perception. This entropy could be measured by asking listeners to identify one acoustic
waveform repeatedly, then collecting the response probabilities and computing their
entropy. This source of entropy cannot be separated from σn unless listeners are to hear
each condition with an identical noise sample multiple times. This experiment was not
performed because it would have unreasonably increased the number of conditions.

8.4.4 Generality of results
The experiment done here was meant to measure properties of the speakers and listeners used
in two other experiments, described in [43, 44]. It seems reasonable to think that the results
will generalize to any experiment with a similar paradigm and similarly homogeneous set of
speakers and listeners. The talkers, whose origins are listed in Table 8.2, are all first language
English speaking, but from a wide variety of geographic locations, some with dissimilar
accents. The listeners are all natives of the American Midwest, and would be expected to have
similar acoustic-phonetic mappings.
All conditions tested in this experiment used speech mixed with noise, and no conditions
used other forms of distortion. Other forms of distortion may behave differently, and the
entropy resulting from talker and listener differences may interact with the type of acoustic
noise.
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8.5 Figures
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Figure 8.1: Illustration of alternate hypotheses tested in this chapter. Panel (c) shows the
listener (or talker) average response probability for a hypothetical condition in a speech
perception experiment. The individual listener response probabilities in panels (a) and (b) will
both have the average response probability shown in panel (c).
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Figure 8.2: Human speech recognition may be studied in the context of pattern recognition.
Human responses can be measured as they were in [43, 47], resulting in
Pi j = Pr(stimulus j heard|stimulus i called) for a particular listening condition. A pattern
recognizer might be trained to have similar recognition behavior, i.e., to have the same
recognition probabilities Pi j in the same listening condition.
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Figure 8.3: Average entropy for a particular listener HAL compared to entropy of the average
response over listeners HLA . The difference HLA − HAL is shown in the third column. The
symbols shown on the abscissa are the SAMPA representation of the phones used in the
experiment.
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Figure 8.4: Average entropy for a particular talker HAT compared to entropy of the average
response over talkers HTA . The difference HTA − HAT is shown in the third column. The
symbols shown on the abscissa are the SAMPA representation of the phones used in the
experiment.
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Figure 8.5: Potential sources of entropy in listener response probabilities: µ p symbolizes the
variation that comes from differences in how different speakers produce sounds. σ p
symbolizes the variation in how a sounds is produced by a single speaker from one utterance to
the next, presumably due to neural noise. σn symbolizes the variation caused by noise in the
acoustic channel. µr symbolizes variation caused by differing expectations of how acoustic
signals map to phones between different listeners. σr symbolizes variation in listener
responses arising from neural noise involved in speech perception.
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8.6 Tables
Table 8.1: Consonants used and talkers who spoke those consonants (as labeled in the
“Articulation Index Corpus”). Each talker says each syllable once.
Consonant-/A/
/p/
/t/
/k/
/f/
/T/
/s/
/S/
/b/
/d/
/g/
/v/
/D/
/z/
/Z/
/m/
/n/

Spoken By
f106
f113, m104
m118, m110, f106
m116, m107
f113, m110
m120, m118, m111
m120, f113, f109
f113, m110, f109
m115
m116, m118
m110, f108
f113, f106
m118
m111
f101
m120, f119
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Table 8.2: Linguistic background of talkers who produced the speech material in the
“Articulation Index Corpus” (Linguistic Data Consortium Catalog #LDC2005S22) used in this
chapter.
Talker
f101
f106
f108
f109
f113
f119
m104
m107
m110
m111
m115
m116
m118
m120

Origin
Minnesota, Midwest USA
Alabama, Southern USA
Arkansas, Midwest USA
Montreal, Canada
New Jersey, Eastern USA
Connecticut, Eastern USA
California, Western USA
California, Western USA
Pennsylvania, Eastern USA
Israel
Pennsylvania, Eastern USA
Ohio, Midwest USA
Toronto, Canada
Connecticut, Eastern USA

142

CHAPTER 9
THEORETICAL RESULTS RELATED TO THE AI

The relationship between speech communication and digital communication, and the ease with
which signals in noise can be analyzed using information theoretic tools inspire us to seek an
interpretation of the AI in terms of information theory. Likewise, the ease with which the
effects of noise can be analyzed using signal detection theory lead us to speculate about the
structure of speech recognition mechanisms implied by the Pe (SNR) functions observed in
human behavior.
First, it is shown that the mutual information between a speech signal and a noise-corrupted
version thereof has the same form as the AI. Next, it is shown that the relationship between MI
(and therefore AI) and log-probability of detection error is linear. The forms of Pe (AI) for
machine recognition and human recognition are compared. Finally, the AI-gram (described in
Section 4.2) is related to signal detection.

9.1 The AI is Mutual Information Between Noisy and Clean Speech
The symbol X represents a Gaussian random variable which carries some information, with
variance σs2 . The symbol Z represents Gaussian noise (independent of X ) corrupting X with
variance σn2 , and Y the output of the communication channel which contributes the noise:

Y = X +Z

(9.1)

The mutual information between the channel input X and output Y is h(Y ) − h(Z) (where h
is the entropy of a random variable, i.e., the amount of information it carries). The entropy of a
random variable in terms of its variance σ 2 is k + 12 log σ 2 . The constant k depends on its
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√
probability distribution; for a Gaussian random variable it is log 2π e. The entropy of a sum
of two Gaussian distributions with the same mean is k + 12 log(σ12 + σ22 ). Combining these
relationships, the mutual information between X and Y is


σs2
1
I(X ;Y ) = log 1 + 2
2
σn

(9.2)

The relationship is specific to Gaussian random variables because the constant k is the same
for both entropies. For non-Gaussian random variables it can be shown [63] that

h(Y ) = h(X + Z) ≥



1
log e2ks σs2 + e2kn σn2
2

(9.3)

where ks and kn are parameters specific to the entropy-power relationship k + 12 log σ 2 for the
probability distribution of X and Z. Equation (9.3), known as the Entropy-Power inequality,
can be used to calculate the approximate mutual information between a non-Gaussian
information source corrupted by non-Gaussian noise, for example speech in noise. The
relationship is


2
1
2 σs
I(speech; noise + speech) ≥ log 1 + c 2
2
σn

(9.4)

where c = eks −kn .
The distribution of speech entering the auditory system can be modeled as exponential, and
the distribution of noise as Gaussian. The auditory model output for the model speech
distribution and model mixed speech and noise distribution is generated. The mutual
information between these quantities, computed as a function of SNR, is shown in Fig. 9.1.
The relationship between mutual information and SNR (σs2 /σn2 ), and the relationship between
AI and SNR are both modeled well by

MI(SNR) = c1 log10 (1 + c2 SNR)
with two constants c1 and c2 .
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(9.5)

9.2 Detection Models and their Resulting Pe (SNR) and Pc (AI)
Functions
The authors of [17] suggest that “W is equal to the fraction of the intervals of speech in a band
that can be heard” where W is equivalent to the symbol AIk used in this document. This
statement could be interpreted to mean that the first stage of speech perception is binary
detection of speech in each independent time-frequency coordinate, and that correct detection
of speech in each band is sufficient for correct classification. The dominant perspective in
machine speech recognition research is that correct detection is not sufficient for correct
classification and that the additional information provided by continuous valued features is
helpful for recognition. Next, the Pe (SNR) and Pe (AI) functions are compared, and their
consistency with the relationships prescribed by the AI is determined.
The probability of error is computed for detection of a model speech distribution and model
noise distribution, given a single time-frequency coordinate (or “look”). The distribution of
processed speech is once again modeled as exponential, and the noise distribution as Gaussian.
The speech and mixed speech and noise distributions are processed by the auditory model.
The maximum likelihood threshold, given by

Θ = argmax
Θ′

ˆΘ′

fn (x)dx +

ˆ∞

fs+n (x)dx

(9.6)

Θ′

0

(where fn is the noise probability density, and fs+n is the mixed speech and noise probability
density) is used to calculate the minimum possible probability of error. Figure 9.2 shows that
probability of error as a function of MI. Notice that the relationship between log Pe and MI is
exponential (or linear on a log scale) and as shown earlier, MI is proportional to the AI, which
implies that the error pattern resulting from the binary detection hypothesis is consistent with
Eq. (2.3).
It is not possible to model the minimum probability of error achieved by continuous features
without making a lot of hard-to-justify assumptions. In lieu of that calculation, machine
consonant error probabilities as a function of SNR from [65] are shown. This Bayes efficient
machine uses continuous rather than discrete features. Figure 9.3 shows the probability of
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error as a function of SNR and AI using the same speech materials and noises as in this study.
Notice that the probability of error as a function of AI is not linear on a logarithmic scale,
which is inconsistent with the AI and human behavior.
An interpretation of the evidence presented in this section is that the AI is the mutual
information between the clean and noise-corrupted speech signals, that classification of speech
sounds involves binary detection, and that the relationship between mutual information and the
probability of error for the probability distributions of speech and noise matches Eq. (2.3).
Some caution must be taken with these conclusions because the AI in its full form is far more
complicated than the version used here, all evidence presented here is circumstantial, and the
detection process must involve the combination of information across time and frequency, the
means of which are not considered here. Also, Figs. 9.1 and 9.2 model speech and noise
distributions rather than using the actual speech and noise distributions, which are more
complicated and vary by frequency band.

9.3 Interpretation of the AI-Gram
An interpretation for time-frequency samples in the AI-gram representation is described.
Mutual information does not make sense for individual samples of an AI-gram image of a
particular acoustic waveform, because samples of a speech sound are not random. The
argument of the logarithm in Eq. (4.5), for the speech and noise distributions in the AI-gram
auditory model, resembles the discriminability

D′ =

µs+n − µn
σn2

(9.7)

Figure 9.4 shows log D′ (t, SNR) plotted against ak (t, SNR) (for a particular t). Notice that
they are linearly related to each other over a wide range of SNRs, which means the AI-gram
image can be interpreted as a scaled log-discriminability for each time-frequency pixel in a
speech sound.
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9.4 Figures
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Figure 9.1: The solid line represents the mutual information of speech with mixed speech and
noise in the AI-gram auditory model, as a function of SNR. The dashed line is
1.5 log10 (1 + 0.7σs2 /σn2 ).
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Figure 9.2: Model probability of error as a function of SNR and AI for binary detection. The
abscissa shows the mutual information between the speech signal and mixed speech and noise
signal, which was shown in Fig. 9.1 to be proportional to AI. The best possible probability of
error (determined by the speech and noise probability distributions) is shown on the ordinate.
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CHAPTER 10
DISCUSSION

This chapter discusses the four perceptual experiments described in this dissertation, the
analyses performed on them, some questions left outstanding, and some experiments which
could be done to resolve these questions.

10.1 Review of Conclusions
This dissertation addresses several questions about human speech perception using data from
three perceptual experiments. One experiment measured perceptual confusions of
consonant-vowel sounds in two different noise spectra (denoted experiment I). Another
experiment (II) measured detection of short, narrow-band speech in noise. Another (III)
measured speech confusions in a way which permits us to separate several sources of
variability in the first two experiments discussed.
Chapter 3 clarifies the meaning of the Articulation Index, which was derived using
corpus-average acoustic information and corpus-average perceptual information. The acoustic
information and perceptual information from experiment I was arranged so that the
relationship between more time specific versions of these quantities could be compared.
Chapter 5 uses experiment I to examine the relationship between the signal-to-noise ratio of
speech in the auditory nerve and the resulting level of intelligibility. Statistics about the
functions relating single-pixel signal-to-noise ratios and intelligibility are used to (1) find
perceptually relevant time/frequency regions of speech sounds, (2) determine the
circumstances where speech-to-noise ratio predicts intelligibility, and (3) empirically
determine context-dependent parameters for the Articulation Index.
Chapter 6 uses experiment II to model human detection of speech sounds in noise. The
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models offered are applied to the phonetically important regions of speech sounds from
experiment I, which allows us to determine the relationship between audibility (detection) of
the most important time/frequency region and corresponding intelligibility.
Chapter 7 proposes several models of how humans use knowledge of the masking noise
spectra in the speech recognition. Each model is used to recognize the noisy speech materials
from experiment I, and confusions made by the model systems are compared to the confusions
made by humans in experiment I.
Chapter 8 uses experiment III to determine the contributions of acoustic noise, variability in
expectation of pronunciation, and variability in pronunciation to the total observed variability
of human responses to speech in noise.
The following paragraphs discuss how these analyses taken together answer the questions
posed in Chapter 1.
Can the Articulation Index make more specific predictions? Are more model
parameters necessary? Chapter 3 demonstrated the extent to which consonant-specific
performance could be predicted using consonant-specific acoustic information: Some of the
consonants adhered quite well to the Articulation Index model of intelligibility, while others
did not. The consonants /p,k,T,S,b,d,g,m,a/ adhered to the Articulation Index model in the
sense that the error rate as a function of noise level followed Eq. (2.3). The consonants
/p,k,T,S,d,g,D/ adhered to the model in the sense that their relationships between AI and error
rate are the same in the two noise spectra available (experiment I), as prescribed by the
Articulation Index model. These data are shown in Figs. 3.13 and 3.14. Table 3.2 shows
“slope,” which is a proxy for the AI model parameter emin , and demonstrates that an accurate
model of consonant-specific recognition accuracy would require a different emin parameter for
each consonant. The other specific prediction model, based on utterance-specific acoustics,
displayed the useful properties that the prediction is better in the mutual information sense
than the alternative (the wide-band signal-to-noise ratio) and the prediction model is more
similar over varying masking noise spectra.
To what extent is audibility (ie. signal-to-noise ratio) related to intelligibility of speech
in noise? Chapter 5 calculates pixels-specific statistics of the auditory model output (from
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Chapter 4) and relates them to the intelligibility scores from experiments I and II. Some
time/frequency regions of the sounds were highly related to intelligibility and others were not.
Not every consonant exhibited a region which was strongly related to intelligibility. Some of
them did, and in those cases the relevant region was consistent with knowledge of acoustic
phonetics. Those consonants were /t,d,f,s,S,z,Z/. Variation of approximately 5 dB in thresholds
remained, suggesting that substantial information is acquired from other features or from
integrating information from all pixels in the region. Provided that the auditory model is
reasonably accurate, the absolute thresholds observed are far too low to permit accurate
detection based on a single pixel, which proves that multiple pixels and possibly multiple
time/frequency regions are involved. Also, the absolute threshold varied considerably between
consonants, suggesting that a more complex model is needed than this one, which relates
single pixels to intelligibility.
How do humans detect speech in noise? Chapter 6 models data for detection of speech in
noise by humans. These models estimate the detection threshold for speech in noise, given the
speech and noise levels proceeding from the auditory model. All three models produced
estimates with reasonably low variation across utterances (about 3 dB), indicating that the
method of combination is reasonable. However none of the three models predicted absolute
thresholds, which were consistent with detection theory. The remaining could probably be
resolved by adding parameters to model the memory and resolution limitations of humans.
To what extent is detection of speech in noise related to intelligibility? Chapter 6
leverages the models of detection developed in Chapter 6, and the locations of phonetically
relevant information discovered in Chapter 5 to determine the relationship between detection
of speech and noise, and the observed recognition accuracy of the corresponding consonant.
One possible outcome of this investigation would be that the intelligibility of a consonant
exactly follows the detectability of the phonetically important region. Two other outcomes,
whose thresholds are in numerically opposite directions of each other, are that sounds become
intelligible somewhat before or after the phonetically important region becomes detectable. In
general, the intelligibility thresholds of the consonants are clustered within a few decibels of
the detection thresholds of their phonetically important regions. Some consonants or classes of
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consonants lay ahead of or behind the detection threshold. The result of this experiment is that
intelligibility of speech, for the consonants tested, is predicted by the detectability of the
corresponding cues within the observed level of uncertainty. More thorough models of
detection and more complete knowledge of cues could resolve the uncertainty.
Which of several models of human speech recognition in noise produces the most
human-like mistakes? Chapter 7 interprets an experiment under the assumption that human
speech recognition can be modeled by a transformation of the acoustic signal followed by a
learning machine which is capable of learning any mapping between input signals and output
symbols. Two representations of speech in noise implied by the results in Chapters 3, 5, and 6
are described. Two more representations similar to those used in automatic speech recognition
are provided for comparison. The four representations of speech are used to classify the
speech stimuli from experiment I in a variety of speech and noise conditions, and compete on
the basis of how well the statistics of speech under that representation generalize with limited
training data, and how similar the resulting confusions are to human confusions. The
representations based on speech recognition systems achieved marginally higher recognition
accuracy and greater similarity to human performance when the testing and training conditions
are matched. The representations based on the Articulation Index and our hypotheses about
speech perception produced confusions more similar to human behavior when the testing and
training noise spectra for the system were not matched. Humans are presumably “trained” on
an enormous variety of acoustic conditions, which likely caused them to adopt a representation
of speech in noise whose statistics are less variable with the widely varying acoustic
conditions present in the real world. One of the machine-based representations of speech is
optimal given a particular noise spectrum, but may not be optimal given widely varying or
unreliable estimates of the masking noise spectrum. The results of this experiment are taken to
mean that humans use a representation like that implied by the Articulation Index because it
makes the class conditional probability distributions less variable with the spectrum of
maskers. A theoretical underpinning of this result would increase its significance, as well as a
version of the representation suitable for a HMM/GMM (hidden Markov model, Gaussian
mixture model) based system.
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What is the dominant source of entropy in the response PMFs observed in experiment
I used in this document? Chapter 8 employs experiment III to determine the relative
contribution of three sources of entropy to the speech confusions observed in experiment I: (1)
entropy resulting from differing expectations of the pronunciation of speech sounds between
listeners, (2) differing pronunciation of speech sounds between talkers, and (3) acoustic or
neural noise. The other investigations in this document implicitly assume that (3) is the
primary source of entropy. The dominant source of entropy determined by this experiment is
(3).
Expressed more succinctly: The Articulation Index model of speech intelligibility can be
extended to make more specific but less reliable predictions of intelligibility, given more model
parameters. The signal-to-noise ratio in auditory-like filters is highly related to intelligibility,
although in the current form it does not account for all variation present in the observed human
confusions. The intelligibility threshold and detection threshold of speech are roughly the
same on average, with some variation in both directions across consonants. The form of the
Articulation Index is probably a consequence of adaptation to widely varying acoustic
circumstances. And entropy in human responses among a linguistically homogeneous group of
listeners results mostly from acoustic or neural noise. The following section discusses some
new questions which have been brought to light, or some caveats on the conclusions listed
here, and proposes experiments which could be used to resolve these uncertainties.

10.2 New Questions
The experiments in Chapters 3, 5, and 6 suggest in various ways that the brain generates a
variety of representations of speech in noise and uses them differently depending on the
phonetic context. It might be the case the the brain uses a representation similar to the AIF in
some phonetic contexts and to the STF in others (from Chapter 7). The present experiments
make it difficult to determine this conclusively, because several features spanning time and
frequency likely play a role in recognition of a particular consonant, so it is difficult to
measure the detection error behavior of a particular acoustic-phonetic feature. Beyond that, the
present experiments do not control level for the speech sounds. We could conclude that the
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spectral level plays no role if the time/frequency signal-to-noise ratio used in these
experiments explained all variance; however, the error rate of some consonants is not
particularly well explained by the AI model, so there is reason to investigate this other factor.
Spectral level and signal-to-noise ratio are probably a false dichotomy; there could be some
other representation of speech not addressed here.
Chapter 6 suggested three models of speech detection, each of which accounted for variance
in the detection threshold equally well. None of them fit exactly with our theoretical model of
detection, which means the detection model or the theoretical basis for judging the detection
model has shortcomings. The speech detection experiment changed the level randomly from
one presentation to the next to prevent the subjects from using a “level cue” to detect speech.
In speech recognition, these level cues may be abundantly available and used by humans to
detect “speech cues,” but unfortunately this cannot be determined from the present data
because those cues were deliberately removed. Also, the detection model used assumes that
the brain keeps a lot of knowledge about the masking noise spectrum. It seems very plausible
that the brain knows a lot about the noise spectrum, but the resolution and precision have not
been determined. A lower resolution or less precise neural representation of the noise
spectrum could explain the detection behavior observed in Chapter 6.
Our experiments imply that the brain observes the noise and estimates its spectrum. This
process of noise estimation could be modeled using signal processing theory; however, this
could be done in a variety of ways that have different implications for human behavior and for
the dynamics of the estimation process. For example, the brain may store:
1. Gross qualities of the noise noise (e.g., the mean and standard deviation, which are not
always sufficient statistics, depending on the distribution)
2. Parameters of a parametric distribution which allow an exact representation
3. A non-parametric representation of noise levels
The dynamics of the processes may be theoretically limited, limited by the computational or
memory capabilities of the brain, or deliberately affected by the brain’s expectations of how
quickly acoustic conditions can change. The estimation technique might also play a role; for
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example, the dynamics of the process would be different if the estimation process was
Bayesian or maximum likelihood-based. These questions may have much wider implications,
because the estimation process is very likely to occur in the cortex, and as a result may
generalize to estimation processes in other sensory modalities. And these questions are
probably accessible using experimental paradigms already used in the present experiments.
Chapter 5 revealed that the signal-to-noise ratios of some time/frequency regions of some
consonants are dominant in explaining their error rate. The experiment in Chapter 6
demonstrated that the detection of those regions does not completely explain their recognition
accuracy, and that the magnitude of the discrepancy cannot be completely explained with a
better model of detection. This implies that there are other cues effecting recognition accuracy.
Also, the methods used in Chapter 5 did not reveal a dominant cue for all consonants, although
an experiment could probably be devised which would. Since there are multiple cues at work,
the means of combining detection of these multiple cues must be investigated.
Chapter 7 revealed that some consonants are recognized more accurately than others, and
that their relative performance depends on the representation of speech used, but not in the
same pattern as humans revealed in Chapter 3. The experiments in Chapter 7 would be more
meaningful if those differences could be resolved. It may be the case that humans use different
time/frequency representations of speech, depending on the phonetic context.
The experiment in Chapter 7 showed that a high-resolution representation of speech did not
offer much more recognition accuracy than one which precisely presented the level.
Generalization is a significant problem in automatic speech recognition. A lower resolution
representation could be converted to a lower dimensionality representation which would
exhibit better generalization; however, the interactions would be complex, and the principles
governing the trade-offs are not clear to the author.
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10.3 Future Work
10.3.1 Phonetic context dependency of speech-in-noise representation
Several of the results described in this document suggest that human behavior with respect to
the representation of speech in noise is dependent on the phonetic context. An experiment
could be done to determine more definitively whether this is the case, what the representations
are, and which phonetic contexts use each representation.
The experiment must do the following to answer the questions discussed in Section 10.2:
1. Selectively mask some of the cues. It will be hard to determine the effects of the level
and SNR parameters on perception if several cues are affecting recognition
simultaneously, and even worse if the cues at hand are recognized using different
representations of speech. Unfortunately, we do not know where the cues reside and will
have to tolerate this uncertainty to some extent. To reduce the likelihood of multiple
cues and to reduce their effect on perception, the speech spectrum can be filtered into
several disjoint bands, and each band investigated separately.
2. Measure the effect of level, independent of the signal-to-noise ratio. Some of the
conditions should involve changing the level of gain on particular bands of speech
without changing the signal-to-noise ratio. We have found evidence that, at least in some
contexts, signal-to-noise ratio determines perception. Conditions of this nature will
show whether this is true of a particular phonetic context: If perception changes while
the SNR is constant, then we would have found a context where a “new” representation
of speech in noise is used, and where the Articulation Index would not successfully
predict perception.
3. Collect results for each consonant. The experiments in Chapter 3 demonstrated that
each consonant is different. For that reason these effects should be measured for each
consonant.
The setup schematized in Fig. 10.1 can achieve these goals. There will be two complementary
filters, denoted H( f ) and 1 − H( f ). One of the bands will be manipulated, the other will
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remain unchanged. The two gains, denoted A, can be used to independently manipulate the
levels of speech and noise. The list of conditions would involve several (N) gain levels for the
noise, and the same gain levels for the speech. Of these conditions, N have the same
speech-to-noise ratio, and the combinations of speech and noise level will permit statistical
analysis of the effects of speech and noise level separately. The bottom of Fig. 10.1 illustrates
the filtering imposed on the speech sounds. The purple line is the frequency response of the
filter for the band which will not be modified. The red and blue lines are the response of the
filter for the band that will be modified, and their levels indicate the gain applied to the speech
and noise in that band.
The following anticipated outcomes would validate our hypothesis about the context
dependency of neural representation of speech in noise:
1. The consonants with linear Pe (AI) functions which are the same in both noise spectra
will not be (substantially) affected in conditions where the speech-to-noise ratio is
constant, and the others will be affected.
2. All of the consonants will experience a differential effect between a change in noise
level with constant speech level and speech level with constant noise level. A small
difference would probably be indicative of peripheral auditory effects. A large
difference would probably indicate an important cognitive effect. Some consonants will
experience a small effect, others a large effect.
3. Some of the consonants will exhibit different behavior in different bands.

10.3.2 Knowledge of masking noise
The present experiments have demonstrated the dependence of human behavior on the
masking noise spectrum. It has been assumed in some cases (Chapter 7) that the brain keeps a
running estimate of the masking noise spectra. This has not been demonstrated in an
unequivocal way. If it were, that would open questions about the nature of the knowledge, the
technique for estimation of the noise level, and the dynamics of that process. This section
describes an experiment to measure the dynamics of this process.
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Figure 10.2 illustrates stimuli which could be used to measure the dynamics of neural noise
estimation. We hypothesize that the brain learns the spectrum of the noise over some period of
time. The human subject would first hear a stationary noise for a “long” time, perhaps several
seconds. After some time, the noise spectrum changes suddenly, and a short time later the
subject hears a speech sound.1 If the subject “remembers” the first noise spectrum, that
memory of the noise spectrum will affect how they process the following speech sound. If the
delay between the change in noise spectra and the speech sound affects perception of the
speech sound, then we can conclude that the brain has learned the noise spectra and used that
knowledge in recognition of the sound. If the delay does affect perception of the sound, the
rate at which it changes will tell us something about the dynamics of the estimation processes.
A similar process might also help us understand how the noise spectrum is represented in
the brain. The particular spectrum of “noise spectrum #1” and “noise spectrum #2” could be
chosen to find the just noticeable difference between two noise spectra. With enough
conditions (noise spectrum #1 x noise spectrum #2), we could determine a basis for the brain’s
representation of the noise spectra, or specify the limits of its resolution.
This type of result would be useful from several perspectives. A number of results
inconsistent with the Articulation Index might be explained by knowledge of the neural
representation of noise. For example, some of the conditions discussed in [37] are not well
modeled by the Articulation Index, a result which would be explained if the brain can model
only masking noise spectra which are a smooth function of frequency. Also, the authors of
[87] describe a representation of speech for automatic speech recognition, which is based on
the premise that the human brain adapts to slowly changing acoustic conditions in real time.
This experiment would validate their model from a perceptual standpoint, and provide
empirical data on parameter values in their model.

10.3.3 Improved model of detection for speech
Chapter 6 attempted to model detection of speech in noise by humans. The modeling efforts
were successful in that they could predict the observed data within a few decibels over a
1 Peripheral

processes will play some role in these results; however, they operate on much shorter time scales
than would be required to accurately estimate the noise spectra using statistical techniques.
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variety of acoustic conditions. However they fell short in terms of theoretical plausibility:
They could model the data but required the use of arbitrary factors which cannot be justified on
a theoretical or phenomenological basis. Furthermore, it would be best to resolve the
remaining few decibels of variation in the detection threshold for the models proposed.
An experiment could be done which would provide the data to devise and validate a better
model of speech detection. The model offered in this dissertation is based on signal detection
theory and some possibly false assumptions, namely:
1. The relevant noise distribution is Gaussian, and the presence or absence of the signal
affects only the mean of the conditional distributions.
2. There is no non-linear transformation of the signal levels prior to detection.
3. The brain has unlimited memory of the acoustic samples.
4. The brain generates an accurate estimate of the noise spectrum.
5. Equivalent weight is given to each time/frequency pixel in the detection scheme.
6. The brain is able to decorrelate the noise in nearby time/frequency regions.
7. The speech and noise levels play no role, and affect perception only in their ratio.
Assumption (4) is dealt with by an experiment already described in this chapter. An
appropriate set of experiments could shed light on assumptions (2), (3), (5), and (6).
Assumption (7) seems reasonable, but has not been verified. Figure 10.3 illustrates the
processing setup and stimuli for such an experiment. The purpose is to determine how the
duration and bandwidth of the stimuli effect detection. The model proposed in Chapter 6 will
predict a change in detectability for a reduction in duration and bandwidth, but it will predict a
smaller change than would be observed if any of the assumptions (2), (3), or (5) are not true.
The conditions also involve compression and expansion of the signal, changing the distribution
of the speech signal. This would give us leverage to investigate (2): A non-linear
transformation could be used to model behavior in the case where the compression and
expansion cause a change in detectability not predicted by the model proposed in Chapter 6.
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At this point we must accept assumption (7) because the experiment used to develop the
available data deliberately destroys the possibility of a level cue by choosing a random level
with each presentation. This assumption could be validated by varying the level of the speech
and noise together (i.e., keeping the speech-to-noise ratio constant). Any observed change in
detection performance at constant signal-to-noise ratio would invalidate assumption (7).

10.3.4 Multiple speech cues
Chapter 5 identified regions of the consonants /t,d,f,s,S,z,Z/ by finding the correlation across
utterances of the speech-to-noise ratio (as a function of time and frequency) at which the
intelligibility is 50%. Time-frequency regions with high correlation are important.
Unfortunately, this technique only revealed important regions for seven of the 16 consonants,
and even those consonants left a considerable amount of threshold variation unexplained. The
experiment in Chapter 6 develops some reasonable models of detection, and compares
detection of these important cues to intelligibility of the sounds. In some cases the sounds had
greater than zero intelligibility before the important cue was detectable, indicating that there
must be some other cues. There is plenty of evidence that perception of speech sounds is
complex, and involves the combination of many “cues.” It seems likely that cues for
/p,k,T,b,g,v,D,m,n/ could not be identified because there are too many time/frequency regions
interacting for any one of them to be strongly correlated with intelligibility. For this reason we
suggest an experiment to determine:
1. How does the SNR and level of each important region modulate intelligibility? Does the
intelligibility follow the AI formula for error rate, as in Eqs. (7.1) and (2.3)? Does level
(with constant SNR, in the important region) affect intelligibility?
2. Do other cues become important once the “most important” feature is masked? Does
the error rate go to 100% as the dominant cue is masked, or does it level off as a result of
secondary importance? What confusions are made?
3. How does the activity of two cues modulate recognition accuracy? If two cues are found,
and the masking levels in both cues are adjusted to the level where they both play a role
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in perception, then the brain must do something to combine information from those two
sounds. That process can be modeled by varying the levels of those two regions.
Figure 10.4 illustrates the type of experimental conditions which could resolve these questions.
The SNR in the time/frequency region in the red box was found to be correlated with
intelligibility for this consonant /S/. Knowing that region dominates over other time/frequency
regions in determining the classification, we can mask it selectively while not increasing
masking on other parts of the sound. One of two things will happen: Either the recognition of
the sound will go to chance performance as the primary cue is masked, or another cue will
begin to determine how intelligible the sound is. If secondary cues are found, we can mask
them selectively also and possibly locate a tertiary cue. This procedure will also shed light on
which cues are connected to various phonetic categories; for example, the cue outlined in red
in Fig. 10.4 is thought to differentiate the consonants /s,z/ from /S,Z/. However, the region
surrounded in green may differentiate /s,S/ from /z,Z/. The approach described here would help
tease these cues apart. It would also be interesting to see how intelligibility would change if
two important cues were masked simultaneously.
Section 10.3.1 discusses how we can determine whether (and which) contexts depend on
signal-to-noise ratio as opposed to the speech and noise levels. This experiment offers a better,
but less universal context to investigate that question: The speech and noise levels in the
important regions could be modulated separately, and the effects of speech and noise level at
constant SNR could be measured. Further, the differential effect of speech level (with constant
noise level) and noise level (with constant speech level) could be investigated, without the
possible uncertainty of unknown features. However in this case we can only study the
consonants /t,d,f,s,S,z,Z/ unless new cues are uncovered for the other consonants.

10.3.5 Speech recognition based on AI-derived features
The experiment described in Chapter 7 turned up two interesting results. First, a system based
on a 1-bit level resolution representation of speech fared only slightly worse in terms of
recognition accuracy, and sometimes better in terms of similarity to human response than did a
recognizer where each level was represented by a real number. Second, the representations of
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speech based on the Articulation Index (i.e., the time-frequency signal-to-noise ratio) fared
better in cases where the testing and training data differed. Humans have no notion of
“testing” and “training” speech data because they are exposed to a wide variety of acoustic
conditions throughout their lives. Machines are sensitive to differences between the testing and
training noise data, so a technique to reduce this sensitivity may be useful.
The first outcome, that the recognizer performed almost as well with a 1-bit level resolution
representation of speech as it did with a 64-bit representation, could be useful if the features
were configured to reduce the dimensionality of the representation of speech used for speech
recognition, as it would reduce the about of data required to train the model, and the simpler
model might be more able to generalize to new conditions. Speech recognition systems are
complex, and there are a number of technical challenges, such as how to create a lower
dimensional representation from a lower resolution representation, and how to make their
probability distributions appropriate for speech recognition systems. Further, this information
would be more valuable if the cause of this observation were better understood, maybe by
examining the relevant probability distributions of speech.
The second outcome would likely be useful in automatic speech recognition systems if it
were demonstrated in a practical system. The system used in Chapter 7 omits many key
features of practical systems, has fewer limitations in terms of the probability distributions of
the features, and (in a sense) has fewer trainable parameters than a practical system. The
parameters could be adapted for use in a practical system by performing a principle
component analysis on the resulting feature space. An experiment could be done with the
adapted system to determine whether the AI-based features would be useful.
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10.4 Figures
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Figure 10.1: Processing scheme for the experiment described in Section 10.3.1. The spectrum
is divided into several bands using complementary filters, which will hopefully reduce the
number of relevant cues. Part of the spectrum will be mixed speech and noise, and will not
change (in purple). The other part of the spectrum will filter the speech and noise separately,
and scale their levels separately. In some conditions, the speech and noise are scaled together
so the speech-to-noise ratio is constant. In others, the speech level or noise level is scaled
while the other is held constant.
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Figure 10.2: Illustration of stimuli that could be used to determine the dynamics of neural
estimation of masking noise spectra. The image is a spectrogram, with time on the X axis and
frequency on the Y axis. The green box signifies some noise spectrum that will be played for a
long enough time to ensure that the brain’s estimate will not improve further. At some point
the noise spectrum changes. The delay in the change of the noise spectrum will be varied over
a range. In some conditions the noise spectrum will always be the same (i.e. noise spectrum
#1); in others the noise spectrum will change hundreds of milliseconds or even seconds before
the speech sound is played.
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Figure 10.3: The top figure shows the processing setup for an experiment to collect data for a
more complete model of speech detection by humans. The bottom figure illustrates the type of
stimuli which will be used: the bandwidth and duration are modified. The signal level is also
compressed or expanded.
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Figure 10.4: A spectrogram illustrating the stimuli for an experiment to find secondary cues,
and clarify some of the relationships between speech and noise level, and intelligibility. The
primary cue for this sound /S/ is in the upper-left corner of the spectrogram, surrounded by a
red box. The level of the speech and noise in that red box will be modulated independently of
the speech and noise level in the rest of the sound. A secondary cue may begin to play a
dominant role in affecting intelligibility as the primary cue is masked.
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